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Overview of New

| nstructions and New
Extensions

The Pentium® IIl Processor and other processors such as the Pentium with MMX™
technology and Pentium Il processors have instructions to enable development of
optimized multimedia applications. The instructions are implemented through
extensions to the standard instructions available on other processors. This technology
uses the single instruction, multiple data (SIMD) technique. By processing data
elements in parallel, applications with media-rich bit streams are able to significantly
improve performance using SIMD instructions.

The most direct way to use these instructions is to inline the assembly language
instructions into your source code. However, this can be time-consuming and tedious.
Instead, Intel provides easy implementation through the use of API extension sets
referred to as intrinsics.

Table 1-1  Intrinsics Availability on Intel® Processors
MMX Technology Streaming SIMD Willamette New
Processors: Intrinsics Extensions Instructions
Willamette Processor v v v
Pentium Il Processor v v N/A
Pentium Il Processor v N/A N/A
Pentium with MMX Technology v N/A N/A
Pentium Pro Processor N/A N/A N/A
Pentium Processor N/A N/A N/A
|nte|® 1-1 Intel Confidential



Intel C/C++ Compiler Intrinsics Overview of New Instructions and New Extensions 1

Benefits of Using Intrinsics

The major benefit of using intrinsicsis that you now have accessto key
features that are not available using standard coding practices:

* New Registers—Enable packed data of up to 128 bits in length for optimal SIMD
processing.

* New Data Types—Enable packing of up to 16 elements of data in one register.

New Registers

A key feature provided by the architecture of the processors are new registers sets. The
MMX technology instrinsics provide 8 new registers (mmO0 to mm7) that are 64 bits
long (0 to 63).

Figure 1-1 MMX™ Technology Register

Tag Word MMX™Technology Registers
1 0 63

MMO

MM7

OM08832

The Streaming SIMD Extensions and the Willamette New Instructions make use of yet
another eight registers (xmmO to xmm?7) that are 128 bits in length.

|nte|® 1-2 Intel Confidential



Intel C/C++ Compiler Intrinsics Overview of New Instructions and New Extensions 1

Figure 1-2 Streaming SIMD and Willamette New Instruction Registers

127 0

XMMO

XMM7

0OM08833

These new data registers enable the processing of data elementsin parallel. Because
each register can hold more than one data element, the processor can process more
than one data element simultaneously. This processing capability is also known as
single-instruction multiple data processing (SIMD). To enable SIMD processing with
the C/C++ Compiler, new data types are defined to exploit the expanded size of the
new registers.

Using intrinsics enables you to code with the syntax of C function calls and variables
instead of assembly language. For each computationa and data manipulation
instruction in the new extension sets, thereis a corresponding C intrinsic that
implements that instruction directly. This frees you from managing registers and
assembly programming. Further, the compiler optimizes the instruction scheduling so
that your executable runs faster.

New Data Types

New C datatypes, representing the new registers are used as the operands to these
intrinsic functions. These datatypes are listed in Table 1-2.

Table 1-2  New Data Types Available for Intrinsic Extensions

New Data Type MMX™ Technology Streaming SIMD Extensions  Willamette New Instructions

__nB4 v N v
_ mi28 N/A v v
__mi28d N/A N/A v
__m2s8i N/A N/A v

"Ttel@ 1-3 Intel Confidential



Intel C/C++ Compiler Intrinsics Overview of New Instructions and New Extensions 1

The __m64 Data Type

The __n64 datatypeis used to represent the contents of an MWX register, which isthe
register that is used by the MM X Technology Intrinsics. The __n64 datatype can hold
eight 8-bit values, four 16-bit values, two 32 bit values, or one 64-bit value.

The __m128 Data Types

The__nml28, __mi28d,and__mi28i datatypesrepresent the contentsof xnmregisters.

__nml28 used for single-precision floating point data
__ml28d used for double-precision floating point data
_ ml28i used for integer data of 8, 16, 32, or 64 bits

The compiler aligns__mi28, __nmi28d, and __nmi28i local datato 16B boundaries on
the stack. Global data of these typesis aso 16 Byte-aligned.

To dign integer, float, or double arrays, you can use the alignment decl spec.

Because the new instruction set treats the Streaming SIMD Extensions registersin the

same way whether you are using packed or scalar data, thereisno __n82 datatypeto
represent scalar data as you might expect. For scalar operations, you should use the

__mi28 objects and the “scalar” forms of the intrinsics; the compiler and the processor
implement these operations with 32-bit memory references.

New Data Types Usage Guidelines

The new data types listed earlierTable 1-2 are not basic ANSI C data types, and
therefore you must observe the following usage restrictions:

* Use new datatypes only on the left-hand side of an assignment, as areturn value,
or as a parameter. You cannot use it with other arithmetic expressions ("+", ">>",
and so on).

* Use new datatypes as objects in aggregates, such as unions to access the byte
elements and structures; the address of an__n64 or __n28 object may be taken.

* Usenew datatypes only with the respective intrinsics described in this guide.

tel.
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Intel C/C++ Compiler Intrinsics Overview of New Instructions and New Extensions 1

For complete details of the hardware instructions, see the Intel Architecture MMX
Technology Programmer’s Reference Man&ak descriptions of datatypes, see the

Intel Architecture Software Developer's Manual, Volume 2: Instruction Set Reference
Manual.

Intrinsic Conventions

The intrinsics use a syntax notation convention as follows:

_mm<intrin_op>_<suffix>

<intrin_op> indicates theintrinsics basic operation; for example, add for addition
and sub for subtraction.

<suf fix> denotes the type of data operated on by the instruction. The first one
or two letters of each suffix denotes whether the datais packed ( p),
extended packed (ep), or scalar (s). The remaining letters denote

the type:

s single-precision floating point
d double-precision floating point
i 128 signed 128-hit integer

i 64 signed 64-bit integer

u64 unsigned 64-bit integer

i 32 signed 32-bit integer

u32 unsigned 32-bit integer

i 16 signed 16-bit integer

ulé unsigned 16-bit integer

i8 signed 8-bit integer

us unsigned 8-bit integer

The packed values are represented in right-to-left order, with the lowest value being
used for scalar operations. Consider the following example operation:

double a[2] = { 1.0, 2.0 };
_ nml28d t = mmload _pd(a);

"Ttel@ 1-5 Intel Confidential



Intel C/C++ Compiler Intrinsics Overview of New Instructions and New Extensions 1

The result is the same as either of the following:
_ m28d t = _mmset_pd(2.0, 1.0);
_ m28d t = _mmsetr_pd(1.0, 2.0);

In other words, the xnmregister that holds the valuet will look as follows:

127 0
[2.0 [ 1.0 |

The “scalar” element ig. 0. Due to the nature of the instruction, some
intrinsics require their arguments to be immediates (constant integer literals).

Intrinsic Syntax

The syntax is defined for each intrinsics before the definition as follows:

data_type intrinsic_name (paraneters)

Where,
dat a_t ype Is the return data type, which can be either, i nt ,
__mB4, __mi28, __mi28d, __nmi28i. Only the
_nm_ enpty intrinsic returnsvoi d.
intrinsic_name Is the name of the intrinsic, which behaves like a function

that you can use in your C/C++ code instead of inlining the
actual instruction.

A table in each section provides the intrinsic names, alternate names, and the
corresponding instruction.

|nte|® 1-6 Intel Confidential



Intel C/C++ Compiler Intrinsics Overview of New Instructions and New Extensions 1

Intrinsic Categories and Supporting Extensions

Theintrinsics are grouped into the following categories and can be applied if you have
the processors specified in the extension sets in Table 1-3.

Table 1-3  Intrinsic Categories and Supporting Extensions

Streaming SIMD  Willamette New
Intrinsic Category MMX™ Technology Extensions Instructions

v

<

General Support

Integer Arithmetic
Integer Shift
Integer Logical

Integer Compare

< ) < L <

Integer Conversions

Integer Load

Integer Set v

Integer Store

Integer Miscellaneous v
FP Arithmetic

FP Shift

FP Logical

FP Compare

FP Conversion
FP Load

FP Set

FP Store

FP Miscellaneous

< L s <

s <
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About This Manual

This manual describes the intrinsics for the Intel C/C++ compiler.

Manual Organization

This manual contains these chapters and appendixes:

Chapter 1 “Overview of New Instructions and New Extensions.” Introduces the
intrinsics, provides information on manual organization and explains
notational conventions.

Chapter 2 “Support for MMX™ Technology” Describes the MMX technology
intrinsics.

Chapter 3 “Streaming SIMD Extensions.” Describes the Streaming SIMD
Extensions.

Chapter 4 “Willamette New Instructions.” Describes the Willamette New
Instructions.

Chapter 5 “Data Alignment, Assembly and Processor Dispatch Support.”

Describes the available support for data alignment, processor
dispatch, and assembly language.

Audience for This Manual

This manual is intended for programmers writing code for the Intel architecture,
particularly code that would benefit from the use of SIMD instructions. You should be
familiar with assembly language programming.

Sources of Related Information

For the latest information about the Intel C/C++ Compiler and other performance
tuning tools from Intel, including product updates and technical support, visit this web
site athttp://developer.intel.com

|nte|® 1-8 Intel Confidential



Intel C/C++ Compiler Intrinsics Overview of New Instructions and New Extensions 1

The following sources of additional information may be of assistance:

¢ Intel C/C++ Compiler User’s Guide: With Support for the Willamette New
Instructions order number 749099-B002.

* The Annotated C++ Reference Manual, 1st edition, Ellis, Margaret;
Stroustrup, Bjarne, Addison Wesley, 1991. Provides information on the C++
programming language.

The following documents provide information on Intel architecture. These documents
areavailable in the Intel Architecture Performance Training Center, or on the corporate
web site at http://devel oper.intel.com.

* Intel Architecture Software Developer’s Manual, Volume 1: Basic Architecture.
Intel Corporation, order number 243190.

* Intel Architecture Software Developer’s Manual, Volume 2: Instruction Set
Reference Manual. Intel Corporation, order number 243191.

* Intel Architecture Optimization Manual. Intel Corporation, order number 730795.

Notational Conventions

This manual uses the following conventions:

This type style Indicates an element of syntax, areserved word, a keyword,
afilename, computer output, or part of a program example.
The text appears in lowercase unless uppercase is
significant.
| indicates lowercase letter L in examples. 1 isthe number
1in examples. Oisthe uppercase O in examples. 0 isthe
number O in examples.

This type style Indicates the exact characters you type as input.

This type style Indicates a place-holder for an identifier, an expression, a
string, asymbol, or avalue. Substitute one of these itemsfor
the placeholder.

[itens] Indicates that the items enclosed in brackets are options.

{item| itemn} Indicates to elect only one of the items listed between
braces. A vertical bar (|) separates the items.

... (ellipses) Indicates that you can repeat the preceding item.

in

tel.
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MMX™ Technology 2

Intel's MMX technology is an extension to the Intel architecture (IA) instruction set.
The technology uses a single instruction, multiple data (SIMD) technique to speed up
multimedia and communications software by processing data elements in parallel.

The MMX instruction set adds 57 opcodes and a 64-bit quadword data type. In
addition, there are eight 64-bit MMX technology registers, each of which can be
directly addressed using the register names MMO to MMitre 2-1shows the layout
of the eight MMX technology registers.

The MMX technology is operating-system-transparent and 100% compatible with all
existing Intel architecture software. Therefore all applications will continue to run on
processors with MMX technology. Additional information and details about the MMX
instructions, data types, and registers can be found imtideArchitecture MMX
Technology Programmer’s Reference Manoadler number 243007.

MMX Technology Intrinsic Groups

The MMX technology intrinsics are grouped into the following sets:
* Genera Support Intrinsics

* Packed Arithmetic Intrinsics

* Shift Intrinsics

* Logica Intrinsics

* Compare Intrinsics

|nte|® 2-1 Intel Confidential



Intel C/C++ Compiler Intrinsics Support for MMX™ Technology2

The EMMS Instruction: Why You Need it and When to Use it

Using EMVB is like emptying a container to accommodate new content. For instance,
MMX instructions automatically enable an FP tag word in the register to enable use of
the__n64 datatype. Thisresetsthe FP register set to aliasit asthe mx register set. To
enable the FP register set again, reset the register state with the EMVs instruction or via
the _mm enpty() intrinsic.

Figure 2-1 Why You Need EMMS to Reset After an MMX Instruction

MMX Instruction Registers Need__ _ m64 Data types
1 FP Tag 0 63 mmxRegisters 0
‘ MMO
‘ MM7

FP Tag Word Aliases FP Registers to Act Like mmx Registers to Accept____m64 Data Types

v

Clear Tag Word
with EMMS

__mm_empty()

'

FP Instruction Registers Need to be Reset to Accept
FP Data types of 32, 64, and 80 bits
FP Registers

1 FPTag 79 0

e

[ ] I SN O N
___mm_empty() Clearsthe FP Tag Word and Allows FP Data Types in Registers Again

OMO08831
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Intel C/C++ Compiler Intrinsics Support for MMX™ Technology2

A CAUTION. Failureto reset the tag word for FP instructions after
using an MMX instruction can result in unexpected execution or
poor performance.

Guidelines for When to Use EMMS

These guidelines help you determine when to use EMVS:

* |f nextinstructionis FP—Use_mm enpt y() after an MMX instruction if the next
instruction is an FP instruction; for example, before doing calculations on floats,
doubles or long doubles.

* Dont empty when already emptif the next instruction uses an MMX register,
_mm enpt y() incurs an operation with no benefit (no-op).

* Group Instructions-dse different functions for regions that use FP instructions
and those that use MM X instructions. This eliminates needing an EMM S
instruction within the body of acritical |oop.

* Runtime initialization-dJse _nm enpt y() during runtimeinitialization of __n64
and FP datatypes. This ensures resetting the register between data type transitions.
See usage coding Example 2-1

Example 2-1 Correct EMMS Usage In Initialization Code

Incorrect Usage Correct Usage
b4 x = _mpaddd(y, z); b4 x = _mpaddd(y, z);
float f = init(); float f = (_mmenpty(), init());

Further, you must be aware of al the situations when your code generates an MM X
instruction with the Intel C/C++ compiler:

* whenusing an MMX intrinsic

* when using the Streaming SIMD Extensions
(for those intrinsics that use MM X data)

"Ttel@ 2-3 Intel Confidential



Intel C/C++ Compiler Intrinsics Support for MMX™ Technology2

* when using an MMX instruction through inline assembly
* when referencing an __n64 datatype variable

For more documentation on EMMS, visit the following web site:
http://devel oper.intel.com

MMX Technology General Support Intrinsics

The general support intrinsics are listed in Table 2-1, and are followed by a description
of eachintrinsic.

Table 2-1  General Support Intrinsics

Assembly
Intrinsic Name Instruction Operation Signed Saturation
_mm enpty EMVS Empty MM State — —
_mm cvtsi 32_si 64 MOVD Convert from int — —
_mm cvtsi 64_si 32 MOVD Convert from int — —
_mm packs_pi 16 PACKSSWVB Pack Yes Yes
_mm packs_pi 32 PACKSSDW Pack Yes Yes
_mm packs_pul6 PACKUSWB Pack No Yes
_mm unpackhi _pi 8 PUNPCKHBW Interleave — —
_mm unpackhi _pi 16 PUNPCKHWD Interleave — —
_mm_unpackhi _pi 32 PUNPCKHDQ Interleave — —
_mm unpackl o_pi 8 PUNPCKLBW Interleave — —
_mm unpackl o_pi 16 PUNPCKLWD Interleave — —
_mm unpackl o_pi 32 PUNPCKLDQ Interleave — —
void _mmenpty (void) EMVB

Empty the multimedia state.
See “The EMMS Instruction: Why You Need it and When to Use it”

__mB4 _mmecevtsi32_si64 (int i) MOVD

Convert theinteger objecti to a64-bit __n64 object. The integer valueis
zero-extended to 64 bits.

|nte|® 2-4 Intel Confidential
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int _mmcvtsi64_si32 (__nb4d m MOVD
Convert the lower 32 bits of the __n64 object mto an integer.

B4 _mm packs_pi 16 (__nb4 nl, __nb4 np) PACKSSV\B

Pack the four 16-bit values from ni into the lower four 8-bit values of the result with
signed saturation, and pack the four 16-bit values from n2 into the upper four 8-bit
values of the result with signed saturation.

__mB4 _nm packs_pi 32 (__nB4 nl, __nmB4 np) PACKSSDW

Pack the two 32-bit values from ni into the lower two 16-bit values of the result with
signed saturation, and pack the two 32-bit values from n2 into the upper two 16-bit
values of the result with signed saturation.

__mB4 _mm packs_pul6 (__nmb4 ml, __nb4 npP) PACKUSWB

Pack the four 16-bit values from ni into the lower four 8-bit values of the result with
unsigned saturation, and pack the four 16-bit values from n2 into the upper four 8-bit
values of the result with unsigned saturation.

__mB4 _mm unpackhi _pi8 (__n64 ni, __nb4 np) PUNPCKHBW

Interleave the four 8-bit values from the high half of ni. with the four values from the
high half of n2 and take the least significant element from .

__mB4 _mm unpackhi _pi 16 (__nb4 ml, __nb4 np) PUNPCKHWD

Interleave the two 16-bit values from the high half of mi with the two values from the
high half of n2 and take the least significant element from m.

__nm64 _mm.unpackhi _pi 32 (__nb4 mi, __nb4 ne) PUNPCKHDQ

Interleave the 32-bit value from the high half of mt with the 32-bit value from the high
half of n2 and take the least significant element from nt.

__mB4 _mmunpacklo_pi8 (__n64 ni, __nb4 np) PUNPCKLBW

Interleave the four 8-hit values from the low half of ni with the four values from the
low half of m2 and take the least significant element from m.

tel.
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__mB4 _mmunpacklo_pi 16 (__nb4nml, __nb4 np) PUNPCKLWD

Interleave the two 16-bit values from the low half of nt with the two values from the
low half of n2 and take the least significant element from .

__mB64 _mmunpacklo_pi 32 (__nb4 ml, __nb4d np) PUNPCKLDQ

Interleave the 32-bit value from the low half of ni. with the 32-bit value from the low
half of n2 and take the least significant element from ni.

MMX Technology Packed Arithmetic Intrinsics

The packed arithmetic intrinsics are listed in Table 2-2, and are followed by a
description of each intrinsic.

Table 2-2  Packed Arithmetic Intrinsics

Corresponding Argument Result
Intrinsic Name Instruction Operation Signed Values/Bits  Values/Bits
_mm add_pi 8 PADDB Addition — 8/8 8/8
_mm add_pi 16 PADDW Addition — 4/16 4/16
_nmm add_pi 32 PADDD Addition — 2/32 2/32
_mm adds_pi 8 PADDSB Addition Yes 8/8 8/8
_nmm adds_pi 16 PADDSW Addition Yes 4/16 4/16
_nmm adds_pu8 PADDUSB Addition No 8/8 8/8
_mm adds_pul6 PADDUSW Addition No 4/16 4/16
_mm sub_pi 8 PSUBB Subtraction — 8/8 8/8
_mm sub_pi 16 PSuUBW Subtraction — 4/16 4/16
_mm sub_pi 32 PSUBD Subtraction — 2/32 2/32
_mm subs_pi 8 PSUBSB Subtraction Yes 8/8 8/8
_mm subs_pi 16 PSUBSW Subtraction Yes 4/16 4/16
_nmm subs_pu8 PSUBUSB Subtraction No 8/8 8/8
_mm subs_pul6 PSUBUSW Subtraction No 4/16 4/16
_mm _nmadd_pi 16 PMADDWD Multiplication — 4/16 2/32
_mm rrul hi _pi 16 PMULHW Multiplication Yes 4/16 4/16 (high)
_mmnull o_pi 16 PMULLW Multiplication — 4/16 4/16 (low)
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__n64 _nmadd_pi 8 (__n64 nl, __nmb4 np) PADDB
Add the eight 8-bit valuesin i to the eight 8-bit valuesin ne.

_ _nmB4 _mmadd_pi 16 (__nB4 mi, __nB4 np) PADDW
Add the four 16-bit valuesin nt to the four 16-bit valuesin ne.

_ _nmB4 _mmadd pi32 (__nB4 ml, __nb4 np) PADDD
Add the two 32-bit valuesin ni to the two 32-bit valuesin ne.

__nmB4 _nmm adds_pi 8 (__nb4 nil, __nb4 np) PADDSB

Add the eight signed 8-bit valuesin mt to the eight signed 8-bit valuesin n2 and
saturate.

__nm64 _mm adds_pi 16 (__nb64 nl, __n64 np) PADDSW

Add the four signed 16-bit valuesin . to the four signed 16-bit valuesin n2 and
saturate.

__mb4 _nmm adds_pu8 (__nb4 nil, __nb4 np) PADDUSB

Add the eight unsigned 8-bit valuesin nt to the eight unsigned 8-bit valuesin n2 and
saturate.

__nm64 _mm adds_pul6 (__nb4 nl, __n64 np) PADDUSW

Add the four unsigned 16-bit valuesin m. to the four unsigned 16-bit valuesin n2 and
saturate.

__mB64 _mmsub pi8 (__nb4 ml, __nb4 nP) PSUBB

Subtract the eight 8-bit valuesin n2 from the eight 8-bit valuesin ni.

__mb4 _mmsub_pi 16 (__nb4 nil, __nb4 np) PSUBW
Subtract the four 16-bit valuesin ne from the four 16-bit valuesin ni.

__mB64 _mmsub_pi32 (__nb4 nil, __nb4 np) PSUBD
Subtract the two 32-bit valuesin n2 from the two 32-bit valuesin mt.
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__nm64 _mmsubs_pi 8 (__n64 nml, __nb4 np) PSUBSB

Subtract the eight signed 8-bit valuesin ne from the eight signed 8-bit valuesin ni. and
saturate.

__mB64 _mmsubs_pi 16 (__n64 nl, __n64 np) PSUBSW

Subtract the four signed 16-bit valuesin n2 from the four signed 16-bit valuesin m.
and saturate.

__nm64 _mm subs_pu8 (__n64 nml, __nb4 np) PSUBUSB

Subtract the eight unsigned 8-bit valuesin n2 from the eight unsigned 8-bit valuesin
ml and saturate.

__mB64 _mm subs_pul6 (__n64 nil, __n64 np) PSUBUSW

Subtract the four unsigned 16-bit values in n2 from the four unsigned 16-bit valuesin
nl and saturate.

__nm64 _mm madd_pi 16 (__nb4 nml, __n64 np) PMADDVD

Multiply four 16-bit valuesin il by four 16-bit valuesin n2 producing four 32-bit
intermediate results, which are then summed by pairs to produce two 32-bit results.
__mB4 _nm ol hi _pi 16 (__nb4 nl, __nb4 np) PMULHW

Multiply four signed 16-bit valuesin . by four signed 16-bit valuesin n2 and produce
the high 16 bits of the four results.

__m4 _mmmullo_pil6 (__nmb4 ml, __nb4 nP) PMULLW

Multiply four 16-bit valuesin i by four 16-bit valuesin n2 and produce the low 16
bits of the four results.
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MMX Technology Shift Intrinsics

The shift intrinsics are listed in Table 2-3, and are followed by a description of each
intrinsic.

Table 2-3  Shift Intrinsics

Intrinsic Name Shift Direction  Shift Type Corresponding Instruction
_mmsl | _pil6 left Logical PSLLW
_mmslli_pil6 left Logical PSLLW
_mmsl | _pi32 left Logical PSLLD
_mmslli_pi32 left Logical PSLLDI
_mm sl | _si 64 left Logical PSLLQ
_mmslli_si64 left Logical PSLLQ
_mmsra_pi 16 right Arithmetic PSRAW
_mm srai_pil6 right Arithmetic PSRAW
_mmsra_pi 32 right Arithmetic PSRAD
_mm srai_pi 32 right Arithmetic PSRADI
_mmsrl _pi 16 right Logical PSRLW
_mmsrli_pil6 right Logical PSRLW
_mmsrl _pi 32 right Logical PSRLD
_mmsrli_pi32 right Logical PSRLDI
_mmsrl _si 64 right Logical PSRLQ
_mmsrli_si64 right Logical PSRLQ
__m4 mmsll| _pil6 (__nmb4d m __nb4 count) PSLLW

Shift four 16-bit values in mleft the amount specified by count while shifting in zeros.

_m64 mmslli_pil6 (__nm64 m int count) PSLLW

Shift four 16-bit values in mleft the amount specified by count while shifting in zeros.
For the best performance, count should be a constant.

__m4 mmsll _pi32 (__nmb4 m __nb4 count) PSLLD

Shift two 32-bit values in mleft the amount specified by count while shifting in zeros.
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__m4 mmslli_pi32 (__nm64 m int count) PSLLDI

Shift two 32-bit valuesin mleft the amount specified by count while shifting in zeros.
For the best performance, count should be a constant.

__m4 mmsll _si6d4 (__nmb4d m __nb4 count) PSLLQ

Shift the 64-bit value in mleft the amount specified by count while shifting in zeros.

__m4 mmslli_si64 (__nm64 m int count) PSLLA

Shift the 64-bit value in mleft the amount specified by count while shifting in zeros.
For the best performance, count should be a constant.

__mB4 mmsra_pil6 (__nb4d m __nb4 count) PSRAW

Shift four 16-bit values in mright the amount specified by count while shifting in the
sign bit.

__mB4 _mmsrai_pil6 (__nm64 m int count) PSRAW

Shift four 16-bit values in mright the amount specified by count while shifting in the
sign bit. For the best performance, count should be a constant.

__mb4 mmsra_pi32 (__nmb4d m __nb4 count) PSRAD

Shift two 32-bit values in mright the amount specified by count while shifting in the
sign bit.

__mB4 _mmsrai_pi32 (__nm64 m int count) PSRADI

Shift two 32-bit values in mright the amount specified by count while shifting in the
sign bit. For the best performance, count should be a constant.

__m4 mmsrl _pil6 (__nmb4d m __nb4 count) PSRLW

Shift four 16-bit valuesin mright the amount specified by count while shifting in
zeros.
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__mB64 _mmsrli_pil6 (__nm64 m int count) PSRLW

Shift four 16-bit values in mright the amount specified by count while shifting in
zeros. For the best performance, count should be a constant.

__m4 mmsrl _pi32 (__nmb4d m __nb4 count) PSRLD

Shift two 32-bit values in mright the amount specified by count while shifting in
zeros.

_mB64 _mmsrli_pi32 (__nm64 m int count) PSRLDI

Shift two 32-bit values in mright the amount specified by count while shifting in
zeros. For the best performance, count should be a constant.

__m4 mmsrl _si64 (__nmb4d m __nb4 count) PSRLQ
Shift the 64-bit value in mright the amount specified by count while shifting in zeros.

__mb4 mmsrli_si64 (__nm64 m int count) PSRLQ

Shift the 64-bit value in mright the amount specified by count while shifting in zeros.
For the best performance, count should be a constant.

MMX Technology Logical Intrinsics

Thelogical intrinsics are listed in Table 2-4, and are followed by a description of each
intrinsic.

Table 2-4  Logical Intrinsics

Intrinsic Name Operation Corresponding Instruction
_mm and_si 64 Bitwise AND PAND
_mm andnot _si 64 Logical NOT PANDN
_mm.or_si 64 Bitwise OR POR
_nmm xor _si 64 Bitwise Exclusive OR PXOR
__m4 _mmand_si64 (__nb4 nil, __nb4 np) PAND

Perform a bitwise AND of the 64-bit value in n with the 64-bit valuein n2.
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__mB64 _mm andnot _si64 (__nb4 ml, __nb4 np) PANDN

Perform alogical NOT on the 64-bit value in mz and use the result in a bitwise AND with
the 64-bit valuein ne.

__mB4 _mmor_si64 (__nb4 ml, __nb4 nP) POR
Perform a bitwise OR of the 64-bit value in nz with the 64-bit valuein ne2.

__mB4 _mmxor_si64 (__nb4 nil, __nb4 np) PXOR
Perform a bitwise XOR of the 64-bit value in n with the 64-bit valuein n2.

MMX Technology Compare Intrinsics

The compareintrinsics are listed inTable 2-4, and are followed by a description of each
intrinsic.

Table 2-5 Compare Intrinsics

Number of Corresponding
Intrinsic Name Comparison Elements Element Bit Size Instruction
_nmm cnpeq_pi 8 Equal 8 8 PCVPEB
_mm cnpeq_pi 16  Equal 4 16 PCVPEQW
_mm cnpeq_pi 32  Equal 2 32 PCVMPEQD
_nm.cnpgt _pi 8 Greater Than 8 8 PCMPGTB
_mm cnpgt _pi 16  Greater Than 4 16 PCMPGTW
_mmcnpgt_pi 32  Greater Than 2 32 PCMPGTD
__mB4 _mmcnpeq_pi 8 (__nB4 ni, __nb4 np) PCVPEQB

If the respective 8-bit valuesin n1 are equal to the respective 8-bit valuesin ne set the
respective 8-bit resulting values to all ones, otherwise set them to all zeros.
__mB4 _mmcnpeq_pi 16 (__nb4 nml, __nb4 np) PCVPEQW

If the respective 16-bit valuesin n1 are equal to the respective 16-bit valuesin ne set
the respective 16-bit resulting values to all ones, otherwise set them to all zeros.
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__mB4 _mmcnpeq_pi 32 (__nb4 nml, __nb4 np) PCVPECQD

If the respective 32-bit valuesin n are equal to the respective 32-bit valuesin ng set
the respective 32-bit resulting values to all ones, otherwise set them to all zeros.

__mB4 _mmecnpgt_pi8 (__n64 nil, __nb4 np) PCVMPGTB

If the respective 8-bit valuesin mi are greater than the respective 8-bit valuesin ne set
the respective 8-bit resulting values to all ones, otherwise set them to all zeros.

_ B4 _mmcnpgt_pi 16 (__nb4 nl, __nb4 np) PCVPGTW

If the respective 16-bit valuesin n are greater than the respective 16-bit valuesin n
set the respective 16-bit resulting values to all ones, otherwise set them to all zeros.
__nB4 _nmecnpgt _pi 32 (__n64 ml, __nB4__n64 n2) PCVPGID

If the respective 32-bit valuesin ni are greater than the respective 32-bit valuesin n
set the respective 32-hbit resulting values to all ones, otherwise set them all to zeros.

MMX Technology Set Intrinsics

The set intrinsics are listed inTable 2-6, followed by a description of each intrinsic. All
set intrinsics are comprised of composite instructions.

Table 2-6  Set Intrinsics
Number of Reverse
Intrinsic Name Operation Elements Element Bit Size  Signed  Order
_mm set zero_si 64 setto zero 1 64 No No
_mm set _pi 32 set integer values 2 32 No No
_mm set _pi 16 set integer values 4 16 No No
_mmset_pi 8 set integer values 8 8 No No
_mmsetl pi32 set integer values 2 32 Yes No
_mmsetl_pil6 set integer values 4 16 Yes No
_mmsetl pi8 set integer values 8 8 Yes No
_mmsetr_pi 32 set integer values 2 32 No Yes
_mm setr_pi 16 set integer values 4 16 No Yes
_mmsetr_pi 8 set integer values 8 8 No Yes
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__nmB4 _mm setzero_si 64 () PXOR

Sets the 64-bit value to zero.

r := 0x0

__m64 mmset pi32 (int i1, int i0) (composite)
Sets the 2 signed 32-bit integer values.

ro :=i0

rl:=i1

__m64 mmset pil6 (short wB, short wuz (composite)

short wi, short w0)
Sets the 4 signed 16-bit integer values.

ro :=wo
rl :=wl
r2 := w2
r3 := w3
__m64 mmset pi8 (char b7, char b6, (composite)

char b5, char b4,
char b3, char b2,
char b1, char b0)

Sets the 8 signed 8-bit integer values.

r0 := b0

rl :=bl

r7 .= b7

_ m64 mmsetl pi32 (int i) (composite)
Sets the 2 signed 32-bit integer valuesto i .

ro =i

rl =i
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__m64 mmsetl pil6 (short w (composite)
Sets the 4 signed 16-bit integer values to w

ro:=w

rl :=w

r2 :.=w

r3 :=w

__nm64 mmsetl pi8 (char b) (composite)
Sets the 8 signed 8-bit integer valuesto b.

ro:=»n

rli:=»n

r7:=b

__m64 mmsetr _pi32 (int i0, int jlI) (composite)

Sets the 2 signed 32-hit integer valuesin reverse order.

ro :=1i0
rl:=i1
__m64 mmsetr _pil6 (short wo, short wi, (composite)

short w2, short wB)

Sets the 4 signed 16-hit integer valuesin reverse order.
ro :=
ri:=
r2 :=
r3 :=

58 8 3
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__m64 _mmsetr_pi 8 (char b0, char b1, (composite)
char b2, char b3,
char b4, char b5,
char b6, char b7)

Sets the 8 signed 8-bit integer values in reverse order.

r0 := b0
rl ;= bl
r7 := b7
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This chapter describes the C/C++ language-level features supporting the Streaming
SIMD Extensionsin the Intel C/C++ Compiler. The section explains the following
features of the intrinsics:

* Foating Point Intrinsics

e Memory and Initialization Intrinsics
* Integer Intrinsics

* Cacheability Support Intrinsics

Floating Point Intrinsics Using Streaming SIMD Extensions

Each intrinsic entry has an informal pseudo-code and it is followed with a
corresponding instruction name in upper case letters; for example, ADDSS is the name
of thefirst instruction listed in this section, which corresponds to the intrinsic for the
following:

__ml28 _mmadd_ss(__ml28 a, __ml28 b)

Thevariabler is generally used for the intrinsic’s return value. A number appended to
a variable name indicates the element of a packed object. For exaoriplthe lowest
word ofr. Some intrinsics are “composites” because they require more than one
instruction to implement them.
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You should be familiar with the hardware features provided by the Streaming SIMD
Extensions when writing programs with the intrinsics. The following are four

important issues to keep in mind:

Arithmetic Operations

Certain intrinsics, such as _nm | oadr _ps and _nm cnpgt _ss, are not directly

supported by the instruction set. While these intrinsics are convenient

programming aids, be mindful that they might consist of more than one
machine-language instruction.

Floating-point dataloaded or stored as __ni 28 objects must be generally
16-byte-aligned.
Some intrinsics require that their argument be immediates, that is, constant
integers (literals), due to the nature of the instruction.

Theresult of arithmetic operations acting on two NaN (Not aNumber) argumentsis
undefined. Therefore, FP operations using NaN arguments will not match the
expected behavior of the corresponding assembly instructions.

The arithmetic intrinsics are listed in Table 3-1, and are followed by a description of

each intrinsic.
Table 3-1 Packed Arithmetic Intrinsics
Intrinsic Instruction  Operation RO R1 R2 R3
_nmm add_ss ADDSS Addition a0 [op] bO al a2 a3
_nmm add_ps ADDPS Addition a0 [op] bO al [op] bl a2 [op] b2 a3 [op] b3
_mm sub_ss SUBSS Subtraction a0 [op] bO al a2 a3
_mm sub_ps SUBPS Subtraction a0 [op] bO al [op] bl a2 [op] b2 a3 [op] b3
_mm nul _ss MULSS Multiplication a0 [op] bO al a2 a3
_mm nul _ps MULPS Multiplication a0 [op] bO al [op] bl a2 [op] b2 a3 [op] b3
_mmdiv_ss Dl VSS Division a0 [op] bO al a2 a3
Continued
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Table 3-1 Packed Arithmetic Intrinsics (continued)

Intrinsic Instruction  Operation RO R1 R2 R3
_mmdiv_ps Dl VPS Division a0 [op] bO al [op] bl a2 [op] b2 a3 [op] b3
_mmsqrt_ss SQRTSS Finds Square [op] a0 al a2 a3
Root
_mm sqgrt_ps SQRTPS Finds Square [op] a0 [op] bl [op] b2 [op] b3
Root
_mmrcp_ss RCPSS Reciprocal [op] a0 al a2 a3
_mmrcp_ps RCPPS Reciprocal [op] a0 [op] bl [op] b2 [op] b3
_mmrsqgrt_ss RSQRTSS Finds [op] a0 al a2 a3
Reciprocal
Square Root
_mmrsqrt_ps RSQRTPS Finds [op] a0 [op] bl [op] b2 [op] b3
Reciprocal
Square Root
_mmmn_ss M NSS Computes [op] ( al a2 a3
Minimum a0, b0o)
_mm._m n_ps M NPS Computes [op] ( [op] (al, [op] (a2, [op] (a3,
Minimum a0, b0) b1) b2) b3)
_mm_max_ss MAXSS Computes [op] ( al a2 a3
Maximum a0, b0)
_mm_max_ps MAXPS Computes [op] ( [op] (al, [op] (a2, [op] (a3,
Maximum a0, b0o) b1) b2) b3)
__ml28 mmadd_ss(__ml28 a __ml28 b) ADDSS

Adds the lower SP FP (single-precision, floating-point) values of a and b; the upper 3
SP FP values are passed through from a.

r0 := a0 + b0

rl:=al; r2 :=a2; r3 .= a3

__ml28 mmadd_ps(__ml28 a, __ml28 b) ADDPS
Adds the four SP FP values of a and b.

ro := a0 + b0

rli:=al + bl

r2 := a2 + b2

r3 := a3 + b3
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__ml28 _mmsub_ss(__ml28 a, __ml28 b) SUBSS

Subtracts the lower SP FP values of a and b. The upper 3 SP FP values are passed
through from a.

ro := a0 - bO

rl:=al; r2:=a2; r3 := a3

__ml28 mmsub_ps(__ml28 a __ml28 b) SUBPS

Subtracts the four SP FP values of a and b.
ro := a0 - boO

rl:=al-bl
r2:=a2->b2
r3:=a3-b3
__m128 _mm_mul_ss(__m128 a,__ml28 b) MULSS

Multiplies the lower SP FP values of a and b; the upper 3 SP FP values are passed
through from a.

r0:=a0 * b0

rl:=al;r2:=a2;r3:=a3

_ . m128 mm_mul_ps(__m128 a,__ml28 b) MULPS
Multiplies the four SP FP values of a and b.

r0:=a0l * b0

rl:=al*bl

r2:=a2*h2

r3:=a3*h3

_ . m128 mm_div_ss(__ml128 a,__ml28 b) DIVSS

Divides the lower SP FP values of a and b; the upper 3 SP FP values are passed
through from a.

r0:=a0 /b0

rl:=al;r2:=a2,;r3:=a3
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_ m28 mmdiv_ps(__m28 a, __ml28 b) DI VPS

Divides the four SP FP values of a and b.
r0O := a0 / bo
rl :=al/ bl
r2 := a2/ b2
r3 := a3 / b3

__ml28 mmsqrt_ss(__nl28 a) SQRTSS

Computes the square root of the lower SP FP value of a; the upper 3 SP FP values are
passed through.

ro := sqrt(ao0)

rl:=al,; r2:=a2; r3 := a3

__ml28 mmsqrt_ps(__nl28 a) SQRTPS

Computes the square roots of the four SP FP values of a.
ro := sqrt(ao0)
rl := sqgrt(al)
r2 := sqrt(a2)
r3 .= sqrt(a3)

__ml28 mmrcp_ss(__ml28 a) RCPSS

Computes the approximation of the reciprocal of the lower SP FP value of a; the upper
3 SP FP values are passed through.

r0 := recip(a0)

rl :=al; r2 :=a2; r3 := a3

__ml28 mmrcp_ps(__m28 a) RCPPS

Computes the approximations of reciprocals of the four SP FP values of a.
r0 := recip(a0)
rl .= recip(al)
r2 :=recip(a2)
r3 := recip(al)
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__ml28 mmrsqgrt_ss(__ml28 a) RSQRTSS

Computes the approximation of the reciprocal of the square root of the lower SP FP
value of a; the upper 3 SP FP values are passed through.

r0O := recip(sqrt(a0))

rl:=al; r2:=a2; r3 := a3

__ml28 mmrsqgrt_ps(__ml28 a) RSQRTPS

Computes the approximations of the reciprocals of the square roots of the four SP FP
values of a.

rO := recip(sqrt(a0))

rl .= recip(sqrt(al))

r2 :=recip(sqrt(a2))

r3 :=recip(sqrt(al))

_ ml28 mmmin_ss(__m28 a __ml28 b) M NSS

Computes the minimum of the lower SP FP values of a and b; the upper 3 SP FP
values are passed through from a.

r0O := mn(a0, bO0)
rl:=al,; r2:=a2; r3 := a3
_ ml28 mmmn_ps(__m28 a __ml28 b) M NPS

Computes the minimums of the four SP FP values of a and b.
r0O := mn(a0, bO)
rl := mn(al, bl)

r2 := mn(a2, b2)
r3 := mn(a3, b3)
__nml28 _mm max_ss(__ml28 a, __nl28 b) MAXSS

Computes the maximum of the lower SP FP values of a and b; the upper 3 SP FP
values are passed through from a.

ro0 := max(a0, bO0)

rl:=al; r2 :=a2 ; r3 := a3
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_ml28 mmmax_ps(__m28 a __ml28 b) MAXPS
Computes the maximums of the four SP FP values of a and ».

r0 : = max(a0, bO0)

rl .= max(al, bl)

r2 := max(a2, b2)

r3 := max(a3, b3)

Logical Operations

Thelogical intrinsics are listed in Table 3-2, and are followed by a description of each

intrinsic.
Table 3-2  Logical Intrinsics

Intrinsic Name Operation Corresponding Instruction
_mm and_ps Bitwise AND ANDPS
_mm_andnot _ps Logical NOT ANDNPS
_nmmor_ps Bitwise OR ORPS
_hm xor _ps Bitwise Exclusive OR XORPS

__ml28 mmand_ps(__ml28 a __ml28 b) ANDPS

Computes the bitwise And of the four SP FP values of a and b.

r0O := a0 & b0

rl :=al & bl

r2 := a2 & b2

r3 := a3 & b3

__ml28 _mmandnot_ps(__ml28 a, __nl28 b) ANDNPS

Computes the bitwise AND-NOT of the four SP FP values of

aand b.

ro := ~a0 & b0

rl :=~al &bl

r2 := ~a2 & b2

r3 := ~a3 & b3
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__ml28 mmor_ps(__ml28 a, __ml28 b) ORPS

Computes the bitwise OR of the four SP FP values of a and b.
rO := a0 | bO
rl :=al| bl
r2 := a2 | b2
r3 := a3 | b3

__ml28 —mmxor_ps(__m28 a __ml28 b) XORPS

Computes bitwise EXOR (exclusive-or) of the four SP FP values of a and b.
ro := a0 " b0
rl:=al " bl
r2 := a2 " p2
r3 := a3 " b3

Comparisons

Each comparison intrinsic performs a comparison of a and b. For the packed form, the
four SP FP values of a and b are compared, and a 128-bit mask is returned. For the
scalar form, the lower SP FP values of a and b are compared, and a 32-bit mask is
returned; the upper three SP FP values are passed through from a. The mask is set to
oxffffffff for each element wherethe comparison istrue and 0x0 where the
comparison is false.

The superscript 'r’ on the instruction indicates operands are reversed in the instruction
implementation. The compare intrinsics are listed in Table 3-3, and are followed by a
description of each intrinsic.

Table 3-3 Compare Intrinsics
Intrinsic Name Comparison Corresponding Instruction
_mm _cnpeq_ss Equal CMPEQSS
_mm _cnpeq_ps Equal CMPEQPS
_mmecnplt_ss Less Than CMPLTSS
Continued
|nte|® 3-8 Intel Confidential



Intel C/C++ Compiler Intrinsics

Sreaming SMD Extensions 3

Table 3-3  Compare Intrinsics (continued)

Intrinsic Name

Comparison

Corresponding Instruction

_mmcnplt_ps Less Than CMPLTPS
_mm cnpl e_ss Less Than or Equal CMPLESS
_mm cnpl e_ps Less Than or Equal CMPLEPS
_mm cnpgt _ss Greater Than CMPLTSS
_m cnpgt _ps Greater Than CMPLTPS
_mm cnpge_ss Greater Than or Equal CMPLESS
_m cnpge_ps Greater Than or Equal CMPLEPS
_mm_cnpneq_ss Not Equal CVPNEQSS
_nmm cnpneq_ps Not Equal CVPNEQPS
_mmecnpnlt_ss Not Less Than CVMPNLTSS
_mmcnpnlt_ps Not Less Than CVMPNLTPS
_mm cnpnl e_ss Not Less Than or Equal CMPNLESS
_mm cnpl e_ps Not Less Than or Equal CVMPNLEPS
_mm cnpngt _ss Not Greater Than CVMPNLTSS
_mm cnpngt _ps Not Greater Than CVMPNLTPS
_mm cnpnge_ss Not Greater Than or Equal CMPNLESS
_m cnpnge_ps Not Greater Than or Equal CMPNLEPS
_mm cnpord_ss Ordered CMPORDSS
_mm cnpord_ps Ordered CMPORDPS
_mm cnpunor d_ss Unordered CMPUNORDSS
_mm cnpunor d_ps Unordered CVPUNORDPS
_mm comi eq_ss Equal COM SS
_mmcom |t _ps Less Than COM SS
_mmcomi |l e_ss Less Than or Equal COM SS

Continued
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Table 3-3

Compare Intrinsics (continued)

Intrinsic Name

Comparison

Corresponding Instruction

_mm.com gt _ss

Greater Than

COM SS

_mm comni ge_ss Greater Than or Equal COM SS
_mm _comni neq_ss Not Equal COM SS
_mm_ucomi eq_ss Equal UCOM SS
_mmucom It _ss Less Than UCOM SS
_mm.uconi | e_ss Less Than or Equal UCOM SS
_mm ucomi gt _ss Greater Than UCOM SS
_nmm ucomn ge_ss Greater Than or Equal UCOM SS
_nmm_ucom neq_ss Not Equal UCOM SS

__ml28 _mmcnpeq_ss(__ml28 a, __ml28 b) CVPEQSS

Compare for equality.

ro := (a0 == b0) ? Oxffffffff : OxO

rl:=al; r2:=a2; r3 := a3

__ml28 _mmcnpeq_ps(__ml28 a, __ml28 b) CMPEQPS

Compare for equality.

ro := (a0 == b0) ? Oxffffffff : OxO

rl .= (al == bl) ? Oxffffffff : OxO

r2 := (a2 == b2) ? Oxffffffff : OxO

r3 := (a3 == b3) ? Oxffffffff : OxO

_ m28 mmecnplt_ss(__nl28 a __ml28 b) CMPLTSS

Compare for less-than.
ro := (a0 < b0) ? Oxffffffff : OxO

ri:=al; r2:=

a2 ; r3 := a3

tel.
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_ ml28 mmecnplt_ps(__ml28 a, __ml28 b) CVMPLTPS
Compare for less-than.
roO := (a0 < b0) ? Oxffffffff 0x0
rl:=(al <bl) ? Oxffffffff 0x0
r2 := (a2 < bh2) ? Oxffffffff 0x0
r3 := (a3 < b3) ? Oxffffffff 0x0
__ml28 mmecnple_ss(__ml28 a __ml28 b) CVPLESS
Compare for less-than-or-equal .
rO := (a0 <= b0) ? Oxffffffff 0x0
rl:=al; r2:=a2; r3 := a3
__ml28 mmecnple_ps(__m28 a __ml28 b) CVPLEPS
Compare for less-than-or-equal .
ro := (a0 <= b0) ? Oxffffffff 0x0
rl:=(al <= bl) ? Oxffffffff 0x0
r2 := (a2 <= b2) ? Oxffffffff 0x0
r3 := (a3 <= b3) ? Oxffffffff 0x0
__ml28 _mmcnpgt _ss(__ml28 a, __ml28 b) CVPLTSS'
Compare for greater-than.
ro := (a0 > b0) ? Oxffffffff 0x0
rl:=al,; r2:=a2; r3 := a3
__ml28 _mmcnpgt _ps(__ml28 a, __ml28 b) CMPLTPS'
Compare for greater-than.
ro := (a0 > b0) ? Oxffffffff 0x0
rl:=(al > bl) ? Oxffffffff 0x0
r2 := (a2 > b2) ? Oxffffffff 0x0
r3:= (a3 > h3) ? Oxffffffff 0x0
__ml28 _mmcnpge_ss(__ml28 a, __ml28 b) CVMPLESS'
Compare for greater-than-or-equal.
ro := (a0 >= b0) ? Oxffffffff 0x0
rl:=al,; r2:=a2; r3 := a3
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__ml28 _mmcnpge_ps(__ml28 a, __ml28 b) CVPLEPS'
Compare for greater-than-or-equal.
rO := (a0 >= b0) ? Oxffffffff 0x0
rl:=(al >= bl) ? Oxffffffff 0x0
r2 := (a2 >= b2) ? Oxffffffff 0x0
r3 := (a3 >= b3) ? Oxffffffff 0x0
__ml28 _mmcnpneqg_ss(__ml28 a, __nl28 b) CMPNEQSS
Compare for inequality.
rO := (a0 !'= b0) ? Oxffffffff 0x0
rl:=al; r2:=a2; r3 := a3
__ml28 _mmcnpneqg_ps(__ml28 a, __nl28 b) CVMPNEQPS
Compare for inequality.
ro:= (a0 !'=b0) ? Oxffffffff 0x0
rl:=(al !'=bl) ? Oxffffffff 0x0
r2 := (a2 !'=b2) ? Oxffffffff 0x0
r3 := (a3 != b3) ? Oxffffffff 0x0
_ ml28 mmecnpnlt_ss(__m28 a __ nl28 b) CMPNLTSS
Compare for not-less-than.
ro:=1(a0 < b0) ? Oxffffffff 0x0
rl:=al,; r2:=a2; r3 := a3
_ ml28 mmecnpnlt_ps(__m28 a, __ml28 b) CVMPNLTPS
Compare for not-less-than.
ro:=1(a0 < b0) ? Oxffffffff 0x0
rl:=1(al < bl) ? Oxffffffff 0x0
r2 :=1(a2 < b2) ? Oxffffffff 0x0
r3:=1(a3 < b3) ? Oxffffffff 0x0
_ _ml28 mmcnpnle_ss(__m28 a, __nl28 b) CVMPNLESS
Compare for not-less-than-or-equal.
ro :=1(a0 <= b0) ? Oxffffffff 0x0
rl:=al,; r2:=a2; r3 := a3
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__ml28 mmcnpnle_ps(__m28 a,

Compare for not-less-than-or-equal.

ro :
rl:
r2 :
r3:

I'(a0
I(al
I (a2
(a3

<= b0) ? Oxffffffff
<= Dbl) ? Oxffffffff
<= b2) ? Oxffffffff
<= b3) ? Oxffffffff

__ml28 _mmcnpngt_ss(__ml28 a,

Compare for not-greater-than.

ro :
rl :

(a0
al ;

> b0) ? Oxffffffff
rz:=a2,; r3:=as

__ml28 _mmcnpngt_ps(__ml28 a,

Compare for not-greater-than.

ro :
rl:
r2 :
r3 :

Compare for not-greater-than-or-equal .
ro :
rl:

(a0
I(al
(a2
(a3

(a0
al ;

(a0
I'(al
(a2
(a3

> b0) ? Oxffffffff
> bl) ? Oxffffffff
> b2) ? Oxffffffff
> b3) ? Oxffffffff

__ml28 _mm cnpnge_ss(__ml28 a,

>= b0) ? Oxffffffff
rz:=a2,; r3:=as

__ml28 _mm cnpnge_ps(__ml28 a,

Compare for not-greater-than-or-equal.
ro : :
ri:
r2 :
r3:

>= b0) ? Oxffffffff
>= bl) ? Oxffffffff
>= b2) ? Oxffffffff
>= b3) ? Oxffffffff

__ml28 _mmcnpord_ss(__ml28 a,

Compare for ordered.

rO := (a0 ord? b0) ? Oxffffffff
rl

al ;

rz:=a2,; r3:=as

ni28

0x0
0x0
0x0
0x0

_ ml28

0x0

_ ml28

0x0
0x0
0x0
0x0

_ ml28

0x0

_ ni28

0x0
0x0
0x0
0x0

ni28

0x0

b)

b)

b)

b)

b)

b)

CMPNLEPS

CMPNLTSS'

CVMPNLTPS'

CMPNLESS'

CVPNLEPS'

CMPCRDSS
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__ml28 mmcnpord_ps(__ml28 a, __nl28 b) CMPORDPS
Compare for ordered.

rO := (a0 ord? b0) ? Oxffffffff : OxO
rl :=(al ord? bl) ? Oxffffffff : OxO
r2 := (a2 ord? b2) ? oxffffffff : Ox0
r3 := (a3 ord? b3) ? Oxffffffff : OxO
__ml28 mmcnpunord_ss(__nl28 a, __nl28 b) CMPUNORDSS

Compare for unordered.

rO := (a0 unord? b0) ? Oxffffffff : OxO
rl:=al; r2:=a2; r3 := a3
__ml28 _mmcnpunord_ps(__nl28 a, __nl28 b) CMPUNORDPS

Compare for unordered.

ro := (a0 unord? b0) ? Oxffffffff : OxO
rl := (al unord? bl) ? Oxffffffff : OxO

r2 := (a2 unord? b2) ? Oxffffffff : OxO
r3 := (a3 unord? b3) ? Oxffffffff : OxO
int _nmcomeq_ss (__m28 a __ml28 b) COM SS

Compares the lower SP FP value of a and b for a equal to b. If aand b areequal, 1 is
returned. Otherwise 0 is returned.

r := (a0 == b0) ? Ox1 : OxO
int _mmecomlt_ss (__ml28 a __ml28 b) COM SS

Comparesthe lower SP FP value of a and b for a lessthan b. If aislessthan b, 1 is
returned. Otherwise 0 is returned.

r := (a0 < b0) ? Ox1 : Ox0

int _mmconmile_ss (__nl28 a __ml28 b) COM SS

Compares the lower SP FP value of a and b for a lessthan or equal to b. If aisless
than or equal to b, 1 isreturned. Otherwise 0 is returned.

r := (a0 <= b0) ? Ox1 : OxO
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int _nmcomigt_ss (__ml28 a __ml28 b) COM SS

Compares the lower SP FP value of a and b for a greater than b. If a is greater than b
are equal, 1 isreturned. Otherwise 0 is returned.
r := (a0 > b0) ? Ox1 : 0OxO0

int _nmcomge_ss (__ml28 a, __ml28 b) COM SS

Compares the lower SP FP value of a and b for a greater than or equal to b. If ais
greater than or equal to b, 1 isreturned. Otherwise 0 is returned.

r := (a0 >= b0) ? Ox1 : OxO0
int _nm.comneq_ss (__ml28 a, __ml28 b) COM SS

Compares the lower SP FP value of a and b for a not equal to b. If a and b are not
equal, 1 isreturned. Otherwise 0 is returned.

r := (a0 !'= b0) ? Ox1 : OxO
int _nmucomeq_ss (__m28 a _ ml28 b) UCOM SS

Compares the lower SP FP value of a and b for a equal to b. If aand b areequal, 1 is
returned. Otherwise 0 is returned.

r := (a0 == b0) ? Ox1 : OxO
int _mmucom|t_ss (__ml28 a _ _ml28 b) UCOM SS

Comparesthe lower SP FP value of a and b for a lessthan b. If aislessthan b, 1 is
returned. Otherwise 0 is returned.

r := (a0 < b0) ? Ox1 : OxO

int _mmucomle_ss (__m28 a _ ml28 b) UCOoM SS

Compares the lower SP FP value of a and b for a lessthan or equal to b. If aisless
than or equal to b, 1 isreturned. Otherwise 0 is returned.

r := (a0 <= b0) ? Ox1 : OxO
int _mmucomgt_ss (__ml28 a _ _ml28 b) UCOM SS

Compares the lower SP FP value of a and b for a greater than b. If a is greater than b
are equal, 1 isreturned. Otherwise 0 is returned.

r := (a0 > b0) ? Ox1 : 0OxO0

in
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int _nmmucomge_ss (__ml28 a _ ml28 b) UCOM SS

Compares the lower SP FP value of a and b for a greater than or equal to b. If ais
greater than or equal to b, 1 isreturned. Otherwise 0 is returned.
r := (a0 >= b0) ? Ox1 : OxO

int _nmmucom neq_ss (__nml28 a, __nl28 b) UCOM SS

Compares the lower SP FP value of a and b for a not equal to b. If a and b are not
equal, 1 isreturned. Otherwise 0 is returned.

r := (a0 !'= b0) ? Ox1 : OxO

Conversion Operations

The conversions operations are listed in Table 3-4, followed by a description of each
intrinsic with the most recent mnemonic naming convention. The alternate nameis
provided in case you have used these intrinsics before.

Table 3-4  Conversion Operations
Intrinsic Name Corresponding Instruction
_mm.cvtss_si 32 CVTSS2Sl
_mm cvt ps_pi 32 CVTPS2PI
_mmecvttss_si 32 CVTTSS2SI
_mmcvttps_pi 32 CVTTPS2PI
_mm cvtsi 32_ss CVTSI 2SS
_nmm cvt pi 32_ps CVTTPS2PI
_mm cvtpi 16_ps composite
_mm cvt pul6_ps composite
_mm cvt pi 8_ps composite
_mm cvt pu8_ps composite
_nmm cvt pi 32x2_ps composite
_mm cvtps_pi 16 composite
_mmcvtps_pi 8 composite
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int _nmmecvtss_si32(__ml28 a) CVTSS2s|

Convert the lower SP FP value of a to a 32-bit integer according to the current
rounding mode.

r ;= (int)a0

__mB4 _mmcvtps_pi 32(__ml28 a) CVTPS2PI

Convert thetwo lower SP FP values of a to two 32-bit integers according to the current
rounding mode, returning the integers in packed form.

ro := (int)a0
rli:=(int)al
int _mmecvttss_si32(__ml28 a) CVTTSS2SI

Convert the lower SP FP value of a to a 32-bit integer with truncation.
r ;= (int)a0

__mB4 _mmecevttps_pi32(__ml28 a) CVTTPS2PI

Convert the two lower SP FP values of a to two 32-bit integer with truncation,
returning the integers in packed form.

ro := (int)a0

rli:=(int)al

__ml28 _mmecvtsi32_ss(__nl28 a, int b) CVTSI 2SS

Convert the 32-hit integer value b to an SP FP value; the upper three SP FP values are
passed through from a.

ro :=(float)b

rl:=al; r2:=a2; r3 := a3

__ml28 mmcvtpi 32_ps(__nl28 a, __nb4 b) CVTPI 2PS

Convert the two 32-bit integer values in packed formin b to two SP FP values, the
upper two SP FP values are passed through from a.

ro := (float)hbo
rl:= (float)bl
r2 := a2
r3 := a3
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__ml28 nmmcvtpi 16 _ps(__nb4 a) (composite)

Convert the four 16-bit signed integer valuesin a to four single precision FP values.
ro .= (float)a0

rl .= (float)al

r2 := (float)a2

r3 := (float)a3

__ml28 nmmcvtpul6 ps(_ _nb4 a) (composite)

Convert the four 16-bit unsigned integer valuesin a to four single precision FP values.
ro := (float)a0

rl .= (float)al

r2 .= (float)a2

r3 := (float)a3

__ml28 nmmcvtpi 8 ps(__nbB4 a) (composite)

Convert the lower four 8-bit signed integer valuesin a to four single precision FP
values.

ro := (float)a0
rl .= (float)al
r2 := (float)a2
r3 := (float)a3
__ml28 nmcvtpu8 ps(__nb4 a) (composite)

Convert the lower four 8-bit unsigned integer valuesin a to four single precision FP
values.

ro := (float)a0
rl .= (float)al
r2 := (float)a2
r3 := (float)a3
__ml28 mmecvtpi 32x2_ps(__nb4 a, _ nb4 b) (composite)

Convert the two 32-bit signed integer values in a and the two 32-bit signed integer
valuesin b to four single precision FP values.

ro := (float)a0

rl := (float)al
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r2 .= (float)hbo

r3 := (float)bl

__nm64 _mmcvtps_pi16(__nl28 a) (composite)

Convert the four single precision FP valuesina to four signed 16-hit integer values.
r0O := (short)a0

rl := (short)al

r2 := (short)a2

r3 := (short)a3

__m64 _mmcvtps_pi8(__nl28 a) (composite)

Convert the four single precision FP valuesin a to the lower four signed 8-bit integer
values of the result.

rO := (char)a0
rl := (char)al
r2 := (char)a2
r3 := (char)a3

Miscellaneous Intrinsics Using Streaming SIMD Extensions

The miscellaneousintrinsics are listed in Table 3-5, and are followed by a description of
each intrinsic.

Table 3-5 Conversion Operations
Intrinsic Name Operation Corresponding Instruction
_mm shuffle_ps Shuffle SHUFPS
_mm_unpackhi _ps Unpack High UNPCKHPS
_mm unpackl o_ps Unpack Low UNPCKLPS
_mm_| oadh_pi Load High MOVHPS reg, nem
_mm st or eh_pi Store High MOVHPS nmem reg
Continued
_mm novehl _ps Move High to Low MOVHLPS
_mm novel h_ps Move Low to High MOVLHPS
_mm_| oadl _pi Load Low MOVLPS reg, nem
_mm st orel _pi Store Low MOVLPS nmem reg
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Table 3-5 Conversion Operations (continued)
Intrinsic Name Operation Corresponding Instruction
_mm novemask_ps Create four-bit mask MOVNMSKPS
_nmm get csr Return Register Contents STMXCSR
_hmm setcsr Set Control Register LDMXCSR
__ml28 mmshuffle_ps(__nl28 a, __nl28 b, int i) SHUFPS
Selects four specific SP FP values from a and b, based on the mask i . The mask must
be an immediate. See “Macro Function for Shuffle Using Streaming SIMD Extensicims
the end of this section for a description of the shuffle semantics.
__ml28 _mmunpackhi _ps(__nl28 a, __nl28 b) UNPCKHPS
Selects and interleaves the upper two SP FP values from a and b.
ro := a2
rli:= b2
r2 := a3
r3 := b3
__ml28 _mmunpackl o_ps(__nl28 a, __nl28 b) UNPCKLPS
Selects and interleaves the lower two SP FP values from a and b.
ro := a0
rl := b0
r2 := al
r3 := bl
__ml28 _mmloadh_pi(__ml28 a, __nb4 *p) MOVHPS reg, nem
Sets the upper two SP FP values with 64 bits of data loaded from the address p; the
lower two values are passed through from a.
ro := a0
rl :=al
r2 := *p0
r3 :=*pl
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void _nmstoreh_pi(__nm64 *p, __ml28 a) MOVHPS nmem reg

Stores the upper two SP FP values of a to the address p.

*pO := a2
*pl := a3
__ml28 _mmnovehl _ps (__nml28 a, __nl28 b) MOVHLPS

Moves the upper 2 SP FP values of b to the lower 2 SP FP values of the result. The
upper 2 SP FP values of a are passed through to the result.

r3 := a3
r2z := a2
rl := b3
ro := b2
__ml28 mmonovel h_ps (__nml28 a, __nl28 b) MOVLHPS

Moves the lower 2 SP FP values of b to the upper 2 SP FP values of the result. The
lower 2 SP FP values of a are passed through to the result.

r3 := bl
r2 := bo
rl :=al
ro := a0
_ ml28 mmloadl _pi(__m28 a __nb64 *p) MOVLPS reg, nem

Sets the lower two SP FP values with 64 bits of data loaded from the address p; the
upper two values are passed through from a.

ro := *po0

rl :=*pl

r2 := a2

r3 := a3

void _mmstorel _pi(__nm64 *p, _ ml28 a) MOVLPS nem reg
Stores the lower two SP FP values of a to the address p.

*p0 : = b0

*pl := bl
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int _nm novemask_ps(__ml28 a) MOVIVBKPS
Creates a 4-bit mask from the most significant bits of the four SP FP values.
r 1= sign(a3)<<3 | sign(a2)<<2 | sign(al)<<1l | sign(a0)

unsi gned i nt _nm getcsr(void) STMXCSR
Returns the contents of the control register.

void _mm setcsr(unsigned int i) LDMXCSR
Sets the control register to the value specified.

Macro Function for Shuffle Using Streaming SIMD Extensions

The Streaming SIMD Extensions provide a macro function to help create constants
that describe shuffle operations. The macro takes four small integers (in the range of 0
to 3) and combines them into an 8-bit immediate value used by the SHUFPS instruction.

See Example 3-1.

Example 3-1  Shuffle Function Macro

MM _SHUFFLE(z, y, X, W)

expands to the value of
(z<<6) | (y<<4) | (x<<2) | w
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You can view the four integers as selectors for choosing which two words from the
first input operand and which two words from the second are to be put into the result
word.

Example 3-2  View of Original and Result Words With Shuffle Function Macro

-~

. _ 127 0
M= Ealblcld]
;onR = 127 0
lel[flg[h]
8 = _mmshuftle_ps(nil, ng,

_MM SHUFFLE(1, 0, 3, 2))

n8

= 127

\

L [T RTa[ b y

Macro Functions to Read and Write the Control Registers

The following macro functions enable you to read and write bits to and from the
control register. For details, see “Set Operatiorislater in this chapter.

Exception State Macros
_MM_SET_EXCEPTI ON_STATE( x)
_MM_GET_EXCEPTI ON_STATE()
Macro Definitions

Macro Arguments

MM _EXCEPT_I NVALI D
_MM_EXCEPT_DI V_ZERO
MM _EXCEPT_DENORM
MM EXCEPT_OVERFLOW
_VM_EXCEPT_UNDERFLOW
_ MM _EXCEPT_| NEXACT

Write to and read from the sixth-least
significant control register bit,
respectively.
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Example 3-3 tests for a divide-by-zero exception.

Example 3-3 Exception State Macros with _MM EXCEPT_DI V_ZERO

i f (_MMVI_GET_EXCEPTI ON_STATE(X) & _MM EXCEPT_DI V_ZERO) {
/* Exception has occurred */

}

Exception Mask Macros Macro Arguments
_MM_SET_EXCEPTI ON_MASK( x) MM _MASK_| NVALI D
_MM_GET_EXCEPTI ON_MASK( ) _MM_MASK_DI V_ZERO
Macro Definitions _MM_MASK_DENORM

Write to and read from the seventh through twelfth MM MASK OVERFLOW

control register bits, respectively. MM MASK UNDEREL OV
Note: All six exception mask bits are always - = -
affected. Bits not set explicitly are cleared. _MM_MASK_ | NEXACT

Example 3-4 masks the overflow and underflow exceptions and unmasks all other
exceptions.

Example 3-4 Exception Mask with _MM MASK_OVERFLOW and _ MV MASK_UNDERFLOW

( _MM_SET_EXCEPTI ON_MASK( _MM MASK_OVERFLOW | _M\/I_I\/ASK_UNDERFLO/\))

Rounding Mode Macro Arguments
_MM_SET_ROUNDI NG_MODE( x) _MM_ROUND_NEAREST
_MM_CGET_ROUNDI NG_MODE( ) _MM_ROUND_DOWN

_MM ROUND_UP
Macro Definition (_)MVI_R(IJND_TO/\ARD_ZER
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Write to and read from bits thirteen and fourteen of the control register.

Example 3-5 tests the rounding mode for round toward zero.
Example 3-5 Rounding Mode with _MV ROUND_TOWARD_ZERO

< /* Rounding node is round toward zero */

i f (_MM GET_ROUNDI NG MODE() == _MV ROUND TOWARD ZERO) { >
}

Flush-to-Zero Mode Macro Arguments
_MM SET_FLUSH_ZERO MODE( x) _MM FLUSH ZERO ON
_MM GET_FLUSH_ZERO_MODE( ) _MM FLUSH _ZERO OFF
Macro Definition
Write to and read from bit fifteen of the control register.
Example 3-6 disables flush-to-zero mode.

Example 3-6  Flush-to-Zero Mode with _MM FLUSH ZERO OFF

( MM SET_FLUSH ZERO MODE(_MM FLUSHZERO OFF) )

Macro Function for Matrix Transposition

The Streaming SIMD Extensions also provide the following macro function to
transpose a 4 by 4 matrix of single precision floating point values.
_MM TRANSPOSE4_PS(row0, rowl, row2, rowd)

The argumentsr ow0, rowl, row2, and r ow3 are __ni28 values whose elements form
the corresponding rows of a4 by 4 matrix. The matrix transposition is returned in
argumentsr owo, r owd, r ow2, and r owd wherer owo now holdscol urm 0 of the original
matrix, r owd now holds col umm 1 of the original matrix, and so on.
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The transposition function of this macro isillustrated in Figure 3-1.

Figure 3-1 Matrix Transposition Using the _MM TRANSPOSE4_PS Macro

row0 Xo Yo Zo Wo row0 Xo X1 X2 X3
rowl X1 Y1 Zy Wy rowl Yo Y1 Yo Y3
4>

row2 X2 Y2 Zy W, row2 Zo Z1 Zy Z3

row3| Xs Y3 Z3 W3 row3 | Wo Wi W, Ws
least most least most
significant significant significant significant
element element element element

OMO08830

Memory and Initialization Using Streaming SIMD Extensions

This section describes the Load, Set, and Store operations, which let you load and store
datainto memory. The Load and Set operations are similar in that both initialize
__mi28 data. However, the Set operations take a float argument and are intended for
initialization with constants, whereas the L oad operations take a floating point
argument and are intended to mimic the instructions for loading data from memory.
The Store operation assigns the initialized data to the address.

The miscellaneousintrinsics are listed in Table 3-5, and are followed by a description of
each intrinsic.

Table 3-6  Conversion Operations

Intrinsic Name Operation Corresponding Instruction
_mm | oad_ss Load the low value and clear ~ MOVSS

the three high values
_mm | oad1_ps Load one value into all four MOVSS + Shuffling

words
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Table 3-6  Conversion Operations (continued)

Intrinsic Name Operation Corresponding Instruction
_mm_| oad_ps Load four values, address MOVAPS
aligned
_mm | oadu_ps Load four values, address MOVUPS
unaligned
_mm | oadr _ps Load four values, in reverse MOVAPS + Shuffling
order
_nmm set _ss Set the low value and clear Composite
the three high values
_mmsetl ps Set all four words with the Composite
same value
_nmm set _ps Set four values, address Composite
aligned
_mm setr_ps Set four values, in reverse Composite
order
_mm set zero_ps Clear all four values Composite
_nmm st ore_ss Store the low value MOVSS
_mm storel_ps Store the low value acros all MOVSS + Shuffling
four words
_mm store_ps Store four values, address MOVAPS
aligned
_mm storeu_ps Store four values, address MOVUPS
unaligned
_mm storer_ps Store four values, in reverse MOVAPS + Shuffling
order
_nm_nove_ss Set the low word, and passin ~ MOVSS

three high values

Load Operations
__ml28 _mmload_ss(float *p) MOVSS

Loads an SP FP value into the low word and clears the upper three words.
ro :=*p
rl :=0.0; r2:=0.0; r3:=0.0

"Ttel@ 3-27 Intel Confidential



Intel C/C++ Compiler Intrinsics Sreaming SMD Extensions 3

__m28 mmloadl_ps(float *p) MOVSS + shuffling
or

__m28 mmload_psi(float *p) MOVSS + shuffling
Loads asingle SP FP value, copying it into all four words.

ro :=*p

rl:=*p

r2 :=*p

r3 :=*p

__ml28 _mmload_ps(float *p) MOVAPS

Loads four SP FP values. The address must be 16-byte-aligned.

ro := p[O0]

rl = p[1]

r2 .= p[2]

r3 .= p[3]

__ml28 _mmloadu_ps(float *p) MOVUPS

Loads four SP FP values. The address need not be 16-byte-aligned.

ro := p[0]

rl := p[1]

r2 .= p[2]

r3 .= p[3]
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__m28 mmloadr_ps(float *p) MOVAPS + shuffling
Loads four SP FP valuesin reverse order. The address must be 16-byte-aligned.
ro := p[3]
rl .= p[2]
r2 .= p[1]
r3 := p[0]

Set Operations
__m28 mmset_ss(float w (composite)

Sets the low word of an SP FP value to wand clears the upper three words.
ro :=w
rl:=r2:=r3:=0.0

__m28 mmsetl ps(float w (composite)
or

__m28 mmset _psi(float w (composite)
Sets the four SP FP valuesto w

ro:=r1:=r2:=r3:=w
__nl28 nmset_ps(float z, float y, float x, float w (composite)
Sets the four SP FP values to the four inputs.

ro :=w
rl .= x
r2:=y
r3 .=z
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__nml28 nmsetr_ps(float z, float y, float x, float w) (composite)
Sets the four SP FP values to the four inputsin reverse order.

ro :=1z

rl:=y

r2 :=x

r3 :=w

__ml28 nm setzero_ps(void) (composite)

Clears the four SP FP values.
rO:=rl1l:=r2:=r3:=0.0

Store Operations

void _mmstore_ss(float *p, _ _ml28 a) MOVSS

Stores the lower SP FP value.

*p 1= a0

void mmstorel _ps(float *p, _ nl28 a) MOVSS + shuffling
or

void mmstore_psi(float *p, _ nl28 a) MOVSS + shuffling
Stores the lower SP FP value across four words.

p[0] := a0

p[1] := a0

p[2] := a0

p[3] := a0

void _mmstore_ps(float *p, __ml28 a) MOVAPS

Stores four SP FP values. The address must be 16-byte-aligned.

p[O] := a0

p[1] := al

p[2] := a2

p[3] := a3
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void _mmstoreu_ps(float *p, __nl28 a) MOVUPS

Stores four SP FP values. The address need not be 16-byte-aligned.

p[0] := a0

p[1l] := al

p[2] := a2

p[3] := a3

void mmstorer_ps(float *p, _ nl28 a) MOVAPS + shuffling
Stores four SP FP values in reverse order. The address must be 16-byte-aligned.
p[0] := a3

p[1l] := a2

p[2] := al

p[3] := a0

__ml28 mmnove_ss(__nl28 a, __nl28 b) MOVSS

Sets the low word to the SP FP value of b. The upper 3 SP FP values are passed
through from a.

ro := bo
rl :=al
r2 := a2
r3 := a3
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Integer Intrinsics Using Streaming SIMD Extensions

The integer intrinsics are listed inTable 3-7, followed by a description of each intrinsic
with the most recent mnemonic naming convention. The alternate nameis provided in
case you have used these intrinsics before.

Table 3-7 Integer Intrinsics

Intrinsic Name Operation Corresponding Instruction
_nmm extract_pi 16 Extract on of four words PEXTRW
_mm.insert_pi 16 Insert a word Pl NSRW
_mm_nmax_pi 16 Compute the maximum PMAXSW
_mm max_pu8 Compute the maximum, unsigned PMAXUB
_mm.mn_pi 16 Compute the minimum PM NSW
_nmm_mi n_pu8 Compute the minimum, unsigned PM NUB
_nmm novenask_pi 8 Create an eight-bit mask PMOVNMSKB
_mm_nul hi _pul6 Multiply, return high bits PMUL HUW
_mm shuffl e_pi 16 Return a combination of four words PSHUFW
_mm _nasknove_si 64 Conditional Store MASKMOVQ
_mm avg_pu8 Compute rounded average PAVGB
_mm avg_pul6 Compute rounded average PAVGW
_mm sad_pu8 Compute sum of absolute differences PSADBW

For this section you need to ensure to empty the multimedia state for the nmx register. See
“The EMMS Instruction: Why You Need it and When to U&e it

int _nmmextract_pil6(__n64 a, int n) PEXTRW

Extracts one of the four words of a. The selector n must be an immediate.
r :=(n==0) ? a0 : ( (n==1) 2 al : ( (n==2) ? a2 : a3 ) )

__mB4 _mminsert_pil6(__nB4 a int d, int n) PI NSRwW

Inserts word d into one of four words of a. The selector n must be an
immediate.

ro := (n==0) ? d : ao0;
rl .= (n==1) ? d: al;
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r3 :=

__mB4 _mm max_pi 16(__nb4 a,

= (n==2) ?2.d:
(n==3) ?2d:

az;
a3;

__nb4 b) PMAXSW

Computes the element-wise maximum of the wordsin a and b.

ro:=
ri:=
r2 .=
r3 .=

n64

m n(ao,
m n(al,
m n(az,
m n( a3,

_mm_max_pu8(__nb4 a,

b0)
bl)
b2)
b3)

__nb4 b) PMAXUB

Computes the element-wise maximum of the unsigned bytesin a and b.

ro =
ri:=

r7 .=

__mB4 _mm.mn_pi 16(__nb4 a,

m n(ao,
m n(al,

m n(a7,

b0)
bl)
b7)

__nb4 b) PM NSW

Computes the element-wise minimum of the wordsin a and b.

ro =
ri:=
r2 :=
r3 .=

__mB4 _mmmin_pu8(__nb4 a,

m n(ao,
m n(al,
m n(az2,
m n( a3,

b0)
bl)
b2)
b3)

__nb4 b) PM NUB

Computes the element-wise minimum of the unsigned bytesin a and b.

r0O := mn(a0, bO)
rl := mn(al, bl)
r7 := mn(a7, b7)

int _nm novemask_pi 8(__nb4 a) PMOVNVSKB

Creates an 8-bit mask from the most significant bits of the bytesin a.

r :=sign(a7)<<7 | sign(a6)<<6 | ... | sign(a0)
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_ 64 _mm.ul hi _pul6(__n64 a, __nb4 b) PMULHUW

Multiplies the unsigned words in a and b, returning the upper 16 bits of the 32-bit
intermediate results.

r0O := hiword(a0 * bO)

rl := hiwrd(al * bl)

r2 := hiwrd(a2 * b2)

r3 := hiword(a3 * b3)

nb64 _mm shuffle_pi 16(__n64 a, int n) PSHUFW

Returns a combination of the four words of a. The selector n must be an immediate.

ro := word (n&x3) of a

rl :=word ((n>>2)&0x3) of a
r2 :=word ((n>>4)&0x3) of a
r3 := word ((n>>6)&0x3) of a

void _mm masknove_si 64(__nb4 d, __nB4 n, char *p) MASKMOVQ

Conditionally store byte elements of d to address p. The high bit of each bytein the
selector n determines whether the corresponding byte in d will be stored.

if (sign(n0)) p[0] := dO

if (sign(nl)) p[1] :=d1
if (sign(n7)) p[7] := d7
__m64 _mmavg_pu8(__nb4 a, _ nb4 b) PAVGB

Computes the (rounded) averages of the unsigned bytesina and b.

t = (unsigned short)a0 + (unsigned short)b0
ro = (t > 1) | (t & 0x01)

t = (unsigned short)a7 + (unsigned short)b7
r7 = (unsigned char)((t >> 1) | (t & 0x01))
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__mB4 _nm avg_pul6(__n64 a, __nb4 b) PAVGW

Computes the (rounded) averages of the unsigned wordsin a and b.
t = (unsigned int)a0 + (unsigned int)b0
ro=(t > 1) | (t & 0x01)

t = (unsigned word)a7 + (unsigned word)b7
r7 = (unsigned short)((t >> 1) | (t & 0x01))

__nmb4 _mmsad_pu8(__nb4 a, _ nb4 b) PSADBW

Computes the sum of the absolute differences of the unsigned bytesin a and b,
returning he value in the lower word. The upper three words are cleared.

r0 = abs(a0-b0) + ... + abs(a7-b7)

rl=r2=r3=0

Cacheability Support Using Streaming SIMD Extensions

The following intrinsics provide ways to make efficient use of the cache.
void _mm prefetch(char *p, int i) PREFETCH

L oads one cache line of data from address p to a location “closer” to the processor.
The value specifies the type of prefetch operation: the constamisHi NT_TO0,

_MM HI NT_T1, MMV HI NT_T2, and_MVl HI NT_NTA should be used, corresponding to the
type of prefetch instruction.

void _mmstreampi(__nmb4 *p, __ b4 a) MOVNTQ

Stores the data ia to the addresg without polluting the caches. This intrinsic
requires you to empty the multimedia state forniheregister. Se¢ The EMMS
Instruction: Why You Need it and When to Usk it

void _mmstreamps(float *p, __nl28 a) MOVNTPS

Storesthe datain a to the address p without polluting the caches. The address must be
16-byte-aligned.
void _mm sfence(voi d) SFENCE

Guarantees that every preceding store is globally visible before any subsequent store.
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Willamette New
| nstructions

This section describes the C/C++ language-level features supporting the
Willamette Extensions in the Intel C/C++ Compiler, which are divided into two
categories:

* Floating-Point Intrinsics—describes the arithmetic, logical, compare, conversion,
memory, and intialization intrinsics for the double-precision floating-point data
type(__ni28d).

* Integer Intrinsics—describes the arithmetic, logical, compare, conversion,
memory, and intialization intrinsics for the extended-precision integer data type
(__m28i).

Willamette Floating Point Intrinsics

The following sections list the floating-point and integer intrinsics broken into groups
by the nature of the operation. Each intrinsic entry has an informal pseudo-code and it
is followed with a corresponding instruction name in upper case letters; for example,
ADDSDIs the name of the first instruction listed in this section. The variable

generally used for the intrinsic’s return value. A number appended to a variable name
indicates the element of a packed object. For examplis,the lowest double of

Some intrinsics are “composites” because they require more than one instruction to
implement them. For more details, refer to the Willamette New Instructions External
Architecture Specification (EAS).You should be familiar with the hardware features
provided by the Willamette New Instructions when writing programs with the
intrinsics. The following are three important issues to keep in mind:

* Certainintrinsics, such as_nm | oadr _pd and _nm cnpgt _sd, are not directly

supported by the instruction set. While these intrinsics are convenient
programming aids, be mindful of their implementation cost.
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e Dataloaded or stored as __nl28d objects must be generally 16-byte-aligned.

* Someintrinsics require that their argument be immediates, that is, constant
integers (literals), due to the nature of the instruction.

Arithmetic Operations

__ml28d _mmadd_sd(__ml28d a, __mi28d b) ADDSD

Adds the lower DP FP (double-precision, floating-point) values of a and b; the upper
DP FP valueis passed through from a.

r0 := a0 + b0

rl .= al

_ ml28d _nm add_pd(__nl28d a, __ml28d b) ADDPD
Adds the two DP FP values of a and b.

r0 := a0 + b0

rl :=al + bl

_ m28d nmmdiv_sd (__ml28d a, __nl28d b) DI VSD

Dividesthe lower DP FP values of a and b. The upper DP FP vaue is passed through
from a.

r0 := a0 / bo
rl .= al

_ m28d _mmdiv_pd (__ml28d a, __ni28d b) Dl VPD

Divides the two DP FP values of a and b.
ro := a0 / bo
rl :=al/ bl

__ml28d _nmnmax_sd (__nl28d a, __ml28d b) MAXSD

Computes the maximum of the lower DP FP values of a and b. The upper DP FP value
is passed through from a.

rO := max (a0, bO0)
rl :=al
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__ml28d _nm nmax_pd (__nl28d a, __ml28d b) MAXPD

Computes the maxima of the two DP FP values of a and b.
ro : = max(a0, b0)
rl := max(al, bl)

_ ml28d _mmmn_sd (__nl28d a, __ml28d b) M NSD

Computes the minimum of the lower DP FP values of a and b. The upper DP FP value
is passed through from a.

ro :=mn (a0, bO)
rl .= al

_ m28d _mmmin_pd (__m28d a, __ni28d b) M NPD

Computes the minima of the two DP FP values of a and b.
r0O := mn(a0, bO)
rl := mn(al, bl)

_ ml28d _mmnul _sd (__nl28d a, __ml28d b) MULSD

Multiplies the lower DP FP values of a and b. The upper DP FP is passed through
from a.

ro := a0 * b0
rl .= al

_ m28d _mmnul _pd (__ml28d a, __ni28d b) MULPD

Multiplies the two DP FP values of a and b.
ro := a0 * b0
rl :=al * bl

_ ml28d _mmsqgrt_sd (__m28d a, __nl28d b) SQRTSD

Computes the square root of the lower DP FP value of b. The upper DP FP valueis
passed through from a.

ro := sqrt(b0)
ri:=al
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__ml28d _nmsqgrt_pd (__ml28d a) SQRTPD
Computes the square roots of the two DP FP values of a.

ro := sqrt(ao0)

rl .= sqrt(al)

_ ml28d nmsub_sd (__ml28d a, __nl28d b) SUBSD

Subtracts the lower DP FP value of b from a. The upper DP FP value is passed
through from a.

r0:=a0 - b0

rl:.=al

_ . m128d_mm sub pd(__ml128da, __ml28d b) SUBPD
Subtracts the two DP FP values of b from a.

r0:=a0 - b0

rl:=al-bl

Logical Operations

__m128d _mm_andnot_pd (__m128d a, __ml28d b) ANDNPD

Computes the bitwise ANDof the 128-bit value in b and the bitwise NOTof the 128-bit
valuein a.

r0 := (~a0) & b0

rl:=(~al) &bl

_-.m128d _mm_and_pd (__m128d a, __m128d b) ANDPD
Computes the bitwise ANDof the two DP FP values of a and b.
r0:= a0 & b0

rl:=al &bl

_ _m128d _mm_or_pd (__m128d a,__ml128d b) ORPD
Computes the bitwise orof the two DP FP values of a and b.
r0:=a0l | b0

rl:=al|bl
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__ml28d _nmxor_pd (__nl28d a, __ml28d b) XORPD

Computes the bitwise Xor of the two DP FP values of a and b.
ro := a0 ™ bo
rl :=al " bl

Comparisons

Each comparison intrinsic performs a comparison of a and b. For the packed form, the
two DP FP values of a and b are compared, and a 128-bit mask is returned. For the
scalar form, the lower DP FP values of a and b are compared, and a 64-bit mask is
returned; the upper DP FP value is passed through from a. The mask is set to
oxffifffffffffffff for each element where the comparison istrue and 0xo where
the comparison isfalse. Ther following the instruction name indicates that the
operands to the instruction are reversed in the actual implementation.

__ml28d _nmcnpeq_pd (__nl28d a, __ml28d b) CVPEQPD
Compares the two DP FP values of a and b for equality.

ro:= (a0 == b0) ? Oxffffffffffffffff : OxO
rli:=(al == bl) ? Oxffffffffffffffff : OxO

_ ml28d _mmecnplt_pd (__nl28d a, __ml28d b) CVMPLTPD

Compares thetwo DP FP values of a and b for a less than b.
ro := (a0 < b0) ? Oxffffffffffffffff : OxO
rl:=(al < bl) ? Oxffffffffffffffff : OxO

_ ml28d _mmcnple_pd (__nl28d a, __ml28d b) CVPLEPD

Compares thetwo DP FP values of a and b for a less than or equal to b.
ro := (a0 <= b0) ? Oxffffffffffffffff : OxO
rl:=(al <= bl) ? Oxffffffffffffffff : OxO

__ml28d _nmcnpgt_pd (__nl28d a, __ml28d b) CVPLTPDr

Compares the two DP FP values of a and b for a greater than b.
ro := (a0 > b0) ? Oxffffffffffffffff : OxO
ri:=(al > bl) ? Oxffffffffffffffff : OxO
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__ml28d _nmcnpge_pd (__nl28d a, __ml28d b) CVPLEPDx

Compares thetwo DP FP values of a and b for a greater than or equal to b.
ro := (a0 >= b0) ? Oxffffffffffffffff : OxO
rl:=(al >= bl) ? Oxffffffffffffffff : OxO

__ml28d _nmcnpord_pd (__nml28d a, __ml28d b) CVPORDPD

Compares the two DP FP values of a and b for ordered.
ro := (a0 ord b0) ? Oxffffffffffffffff . OxO
rl .= (al ord bl) ? Oxffffffffffffffff . OxO

__ml28d _nm cnpunord_pd (__nl28d a, __ml28d b) CMPUNORDPD

Compares the two DP FP values of a and b for unordered.
rO := (a0 unord b0) ? Oxffffffffffffffff : OxO
rl := (al unord bl) ? Oxffffffffffffffff : OxO

__ml28d _nm cnpneq_pd (__nml28d a, __ml28d b) CVPNEQPD

Compares the two DP FP values of a and b for inequality.
ro := (a0 !'= b0) ? Oxffffffffffffffff : OxO
ri:=(al !'=bl) ? Oxffffffffffffffff : OxO

_ ml28d _mmcnpnlt_pd (__nml28d a, __ml28d b) CVPNLTPD
Compares the two DP FP values of a and b for a not less than b.

ro :=1(a0 < b0) ? Oxffffffffffffffff : OxO

rl:=1(al < bl) ? Oxffffffffffffffff : OxO

__ml28d _nmcnpnle_pd (__nml28d a, __ml28d b) CVPNLEPD

Compares the two DP FP values of a and b for a not less than or equal to b.
ro :=1!(a0 <= b0) ? Oxffffffffffffffff : OxO
rl:=1!(al <= bl) ? Oxffffffffffffffff : OxO
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__ml28d _nmcnpngt _pd (__nml28d a, __ml28d b) CMPNLTPDrx

Compares the two DP FP values of a and b for a not greater than b.
ro :=1(a0 > b0) ? Oxffffffffffffffff : OxO
ri:=1!(al > bl) ? Oxffffffffffffffff : OxO

__ml28d _nmcnpnge_pd (__nml28d a, __ml28d b) CMPNLEPDr
Compares the two DP FP values of a and b for a not greater than or equal to b.

ro :=1(a0 >= b0) ? Oxffffffffffffffff : OxO
rl :=1(al >=bl) ? Oxffffffffffffffff : OxO
__ml28d _nmcnpeq_sd (__nl28d a, __ml28d b) CVMPEQSD

Compares the lower DP FP value of a and b for equality. The upper DP FP valueis
passed through from a.

ro := (a0 == b0) ? Oxffffffffffffffff : OxO
rl .= al
_ ml28d _mmecnplt_sd (__nl28d a __ml28d b) CMPLTSD

Compares the lower DP FP value of a and b for a lessthan b. The upper DP FP value
is passed through from a.

ro := (a0 < b0) ? Oxffffffffffffffff : OxO
rl .= al

_ ml28d _mmcnple_sd (__nl28d a, __ml28d b) CVMPLESD

Comparesthe lower DP FPvalue of a and b for a lessthan or equal to b. The upper DP
FP valueis passed through from a.

ro := (a0 <= b0) ? Oxffffffffffffffff : OxO

rl :=al

__ml28d _nmmcnpgt_sd (__nl28d a, __ml28d b) CMPLTSDr

Compares the lower DP FP value of a and b for a greater than b. The upper DP FP
valueis passed through from a.

ro := (a0 > b0) ? Oxffffffffffffffff : OxO

ri:=al
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__ml28d _nmcnpge_sd (__nl28d a, __ml28d b) CVPLESDr

Comparesthe lower DP FP value of a and b for a greater than or equal to b. The upper
DP FP vaueis passed through from a.

ro := (a0 >= b0) ? Oxffffffffffffffff : OxO
rl .= al

__ml28d _nmcnpord_sd (__nml28d a, __ml28d b) CVMPORDSD

Compares the lower DP FP value of a and b for ordered. The upper DP FP valueis
passed through from a.

roO := (a0 ord b0) ? Oxffffffffffffffff . OxO
rl .= al

__ml28d _nm cnpunord_sd (__nl28d a, __ml28d b) CMPUNORDSD

Compares the lower DP FP value of a and b for unordered. The upper DP FP valueis
passed through from a.

ro := (a0 unord b0) ? Oxffffffffffffffff : OxO
rl :=al

__ml28d _nm cnpneq_sd (__nml28d a, __ml28d b) CVPNEQSD

Compares the lower DP FP value of a and b for inequality. The upper DP FP valueis
passed through from a.

ro := (a0 !'=b0) ? OxFfffffffffffffff : OxO

ri:=al

_ ml28d _mmcnpnlt_sd (__nml28d a, __ml28d b) CVPNLTSD

Compares the lower DP FP value of a and b for a not lessthan b. The upper DP FP
value is passed through from a.

ro:=1(a0 < b0) ? Oxffffffffffffffff : OxO

rl :=al
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__m28d _nmcnpnle_sd (__nml28d a, __ml28d b) CVPNLESD
Comparesthelower DP FP value of a and b for a not less than or equal to b. The upper
DP FP valueis passed through from a.

ro:=1!(a0 <= b0) ? Oxffffffffffffffff : OxO

ri:=al

__ml28d _nmcnpngt _sd (__nml28d a, __ml28d b) CVPNLTSDr

Comparesthelower DP FP value of a and b for a not greater than b. The upper DP FP
value is passed through from a.

ro :=1!(a0 > b0) ? Oxffffffffffffffff : OxO

rl :=al

__ml28d _nm cnpnge_sd (__nml28d a, __ml28d b) CMPNLESDr

Compares the lower DP FP value of a and b for a not greater than or equal to b. The
upper DP FP value is passed through from a.

ro :=1(a0 >= b0) ? Oxffffffffffffffff . OxO
rl .= al
int _nmcomeq_sd (__nl28d a __ml28d b) COM SD

Compares the lower DP FP value of a and b for a equal to b. If aand b are equal, 1 is
returned. Otherwise 0 is returned.

r := (a0 == b0) ? Ox1 : OxO0
int _nmmcomlt_sd (__nl28d a __ml28d b) COM SD

Compares the lower DP FP value of a and b for alessthan b. If aislessthan b, 1is
returned. Otherwise 0 is returned.

r := (a0 < b0) ? Ox1 : 0OxO0
int _mmconile_sd (__nl28d a __m28d b) COM sSD

Compares the lower DP FP value of a and b for a lessthan or equal to b. If aisless
than or equal to b, 1 isreturned. Otherwise 0 isreturned.

r := (a0 <= b0) ? Ox1 : OxO

int _nmmcomgt_sd (__nl28d a, __ml28d b) COM SD
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Compares the lower DP FP value of a and b for a greater than b. If a is greater than b
areequal, 1 isreturned. Otherwise 0 isreturned.

r := (a0 > b0) ? Ox1 : OxO0

int _nmcomige_sd (__nl28d a __ml28d b) COM SD

Compares the lower DP FP value of a and b for a greater than or equal to b. If ais
greater than or equal to b, 1 isreturned. Otherwise 0 isreturned.

r := (a0 >= b0) ? Ox1 : OxO

int _nmcomineq_sd (__m28d a, __nl28d b) COM SD

Compares the lower DP FP value of a and b for a not equal to b. If a and b are not
equal, 1 isreturned. Otherwise 0 isreturned.

r := (a0 !'=Db0) ? Ox1 : OxO

int _mmucomeq_sd (__m28d a, __nl28d b) UCOM SD

Compares the lower DP FP value of a and b for a equal to b. If aand b areequal, 1 is
returned. Otherwise 0 is returned.

r := (a0 == b0) ? Ox1 : OxO

int _mmucom It _sd (__m28d a, __nl28d b) UCOM SD

Comparesthe lower DP FP value of a and b for alessthan b. If aislessthan b, 1 is
returned. Otherwise 0 is returned.

r := (a0 < b0) ? Ox1 : OxO

int _mmucomle_sd (__ml28d a, __nl28d b) UCOM SD

Compares the lower DP FP value of a and b for a lessthan or equal to b. If aisless
than or equal to b, 1 isreturned. Otherwise 0 isreturned.

r := (a0 <= b0) ? 0Ox1 : OxO0

int _mmucomgt_sd (__ml28d a, __nl28d b) ucoM Sb

Compares the lower DP FP value of a and b for a greater than b. If a is greater than b
areequal, 1 isreturned. Otherwise 0 isreturned.

r := (a0 > b0) ? Ox1 : Ox0

N
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int _mmucomge_sd (__ml28d a, __nl28d b) ucoM sb

Compares the lower DP FP value of a and b for a greater than or equal to b. If ais
greater than or equal to b, 1 isreturned. Otherwise0 is returned.

r := (a0 >= b0) ? Ox1 : OxO

int _nmucom neq_sd (__nl28d a, __ml28d b) ucoM sb

Compares the lower DP FP value of a and b for a not equal to b. If a and b are not
equal, 1 isreturned. Otherwise 0 isreturned.

r := (a0 !'=Db0) ? Ox1 : OxO

Conversion Operations

Each conversion intrinsic takes one data type and performs a conversion to a different
type. Some conversions such as_nm cvt pd_ps result in aloss of precision. The
rounding mode used in such cases is determined by the value in the MXCSR register.
The default rounding mode is round-to-nearest. Note that the rounding mode used by
the C and C++ languages when performing atype conversion isto truncate. The
_mmecvttpd_epi 32, _nmcvttsd_si32,and _mm cvttps_epi 32 intrinsics use the
truncate rounding mode regardless of the mode specified by the MXCSR register.

__ml28 mmecvtpd_ps (__m28d a) CVTPD2PS
Converts the two DP FP values of a to SP FP values.

ro := (float) a0

rl .= (float) al

r2 :=0.0; r3:=0.0

_ _ml28d _mmcvtps_pd (__ml28 a) CVTPS2PD

Converts the lower two SP FP vaues of a to DP FP va ues.
r0O := (double) a0
rl := (double) al

__ml28d _nmcvtepi 32_pd (__nl28i a) CVTDQRPD
Converts the lower two signed 32-bit integer values of a to DP FP values.
ro := (double) a0
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rl := (double) al

__ml28i _nmcvtpd_epi 32 (__nl28d a) CVTPD2DQ

Converts the two DP FP values of a to 32-bit signed integer values.
ro ;= (int) a0

rl .= (int) al

r2 := 0x0 ; r3 := 0x0

int _mmcvtsd_si32 (__ml28d a) cvTSsDzsSl

Convertsthe lower DP FP value of a to a 32-bit signed integer value.
r := (int) a0

_ _ml28 _mmecvtsd ss (__ml28 a, __ni28d b) CVTSD2SS

Converts the lower DP FP value of b to an SP FP value. The upper SP FP valuesin a
are passed through.

rO := (float) bO
rl :=al; r2 :=a2; r3 .= a3

_ ml28d _mmecvtsi32_sd (__ml28d a, int b) CVTSI 2SD

Convertsthe signed integer valuein b toaDP FP value. The upper DPFPvaueinais
passed through.

r0O := (double) b
rl :=al
_.m28d _mmecvtss_sd (__m28d a, __ml28 b) CVTSS2SD

Converts the lower SP FP value of b to aDP FP value. The upper value DP FP value
in a is passed through.

r0O := (double) b0
rl ;= al

__ml28i _nmcvttpd_epi 32 (__m28d a) CVTTPD2DQ

Convertsthe two DP FP values of a to 32 bit signed integers using truncate.
ro ;= (int) a0
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rl .= (int) al
r2 :=0x0; r3 := 0x0

int _mmecvttsd_si 32 (__nl28d a) CVTTSD2SI

Convertsthe lower DP FP value of a to a 32 bit signed integer using truncate.

r := (int) a0

__ml28 mmcvtepi 32_ps (__ml28i a) CVTDQPS

Converts the 4 signed 32 bit integer values of a to SP FP values.

ro := (float) a0

rl := (float) al

r2 := (float) a2

r3 := (float) a3

__ml28i _mmcvtps_epi 32 (__nl28 a) CVTPS2DQ
A CAUTION. Convertsthe 4 SP FP values of a to signed 32 bit integer

values.

ro :=(int) a0

ri:=(int) al

r2 :=(int) a2

r3 :=(int) a3

__ml28i _nmcvttps_epi 32 (__nl28 a) CVTTPS2DQ

Convertsthe 4 SP FP values of a to signed 32 bit integer values using truncate.

ro .= (int) a0

rli:=(int) al

r2 :=(int) a2

r3 :=(int) a3

"Ttel@ 4-13 Intel Confidential



Intel C/C++ Compiler Intrinsics Willamette New Instructions 4

__nmB4 _nmcvtpd_pi 32 (__nl28d a) CVTPD2PI
Converts the two DP FP values of a to 32-bit signed integer values.
ro .= (int) a0

rl .= (int) al

__nmB4 _nmecvttpd_pi 32 (__ml28d a) CVTTPD2PI

Converts the two DP FP values of a to 32-bit signed integer values using truncate.
ro .= (int) a0

rl .= (int) al

_ nml28d _nmcvtpi 32_pd (__nmb4 a) CVTPI 2PD
Converts the two 32-bit signed integer values of a to DP FP va ues.

r0O := (double) a0

rl := (double) al

Miscellaneous Operations
__ml28d _nm unpackhi _pd (__nl28d a, __ml28d b) UNPCKHPD
Interleaves the upper DP FP values of a and b.
ro := al
rl:= bl
__ml28d _nm unpacklo_pd (__nl28d a, __ml28d b) UNPCKLPD
Interleaves the lower DP FP values of a and b.

ro := a0
1:=0b0
int _nm novenmask_pd (__nl28d a) MOVNVBKPD

Creates a two bit mask from the sign bits of the two DP FP values of a.
r :=sign(al) << 1 | sign(a0)

_ ml28d _mmshuffle_pd (__ml28d a, __nl28d b, int i) SHUFPD
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Selects two specific DP FP values from a and b, based on the mask i . The mask must
be an immediate. See “Macro Function for Shuffle’in the end of this section for a
description of the shuffle semantics.

__ml28 mmshuffle_pd(__nl28 d, __nl28 d, int i) SHUFPS

Willamette Floating-Point Memory and Initialization Operations

This section describes the Load, Set, and Store operations, which let you load and store
data into memory. The Load and Set operations are similar in that both initialize
__nml28d data. However, the Set operations take a double argument and are intended
for initialization with constants, while the Load operations take a double pointer
argument and are intended to mimic the instructions for loading data from memory.
The Store operation assigns the initialized data to the address.

Load Operations

__ml28d _nm | oad_pd (double *p) MOVAPD

Loads two DP FP values. The addressust be 16-byte aligned.

ro := p[0]

ri:= p[1]

__m28d _nm| oadl_pd (double *p) (MOVSD + shuffling)

Loads a single DP FP value, copying to both elements. The agdress not be
16-byte aligned.

ro :=*p

ri:="*p

__ml28d _nm | oadr_pd (double *p) (MOVAPD + shuffling)
Loads two DP FP values in reverse order. The addressst be 16-byte aligned.
ro := p[1]

rl := p[O]

__ml28d _nm | oadu_pd (double *p) MOVUPD

Loads two DP FP values. The addresgeed not be 16-byte aligned.
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ro := p[0]
rl := p[1]
__ml28d _nm | oad_sd (double *p) MOVSD

LoadsaDP FP value. The upper DP FPis set to zero. The address p need not be
16-byte aligned.

ro :=*p
rl :=0.0
__ml28d _nm | oadh_pd (__ml28d a, double *p) MOVHPD

Loads a DP FP value as the upper DP FP value of theresult. Thelower DPFPvalueis
passed through from a. The address p need not be 16-byte aligned.

ro := a0
rli:=*p

_ _ml28d _mm | oadl _pd (__ml28d a, double *p) MOVLPD

Loads aDP FPvalue asthe lower DP FP value of the result. The upper DPFPvalueis
passed through from a. The address p need not be 16-byte aligned.

ro :=*p
rli:=al

Set Operations

__ml28d _nm set _sd (double w) (conposi te)
Sets the lower DP FP value to wand sets the upper DP FP value to zero.
ro:=w

rl :=0.0

__ml28d _nm setl pd (double w) (conposi te)
Setsthe 2 DP FP valuesto w

ro:=w

ri:=w

tel.

4-16 Intel Confidential



Intel C/C++ Compiler Intrinsics Willamette New Instructions 4

__ml28d _nm set_pd (double w, double x) (conposite)
Sets the lower DP FP value to x and sets the upper DP FP vaue to w
ro:=x

ri:=w

__nml28d _mm setr_pd (double w, double x) (conposite)
Sets the lower DP FP value to wand sets the upper DP FP value to x.

ro :=w

rl :=x

__ml28d _nm setzero_pd () XORPD
Sets the 2 DP FP values to zero.

r0 :=0.0

rl :=0.0

_ _ml28d _nm nove_sd (__ml28d a, __nil28d b) MOVSD

Sets the lower DP FP value to the lower DP FP value of b. The upper DP FP valueis
passed through from a.

r0 := b0
rl .= al

Store Operations

void _mmstore_sd (double *p, _ nl28d a) MOVSD

Stores the lower DP FP value of a. The address p need not be 16-byte aligned.
*p 1= a0

void _mmstorel_pd (double *p, __ ml28d a) (MOVAPD + shuffling)
Stores the lower DP FP value of a twice. The address p must be 16-byte aligned.
p[0] := a0
p[1] := a0
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void _mmstore_pd (double *p, _ nl28d a) MOVAPD

Stores two DP FP values. The address p must be 16-byte aligned.

p[0] := a0

p[1] := al

void _mmstoreu_pd (double *p, __ ml28d a) MOVUPD

Stores two DP FP values. The address p need not be 16 byte aligned.

p[0] := a0

p[1l] := al

void _mmstorer_pd (double *p, __ml28d a) (MOVAPD + shuffling)
Stores two DP FP valuesin reverse order. The address p must be 16 byte aligned.
p[0] := al

p[1] := a0

void _mmstoreh_pd (double *p, __ ml28d a) MOVHPD

Stores the upper DP FP value of a.

*p = al

void _mmstorel _pd (double *p, __ ml28d a) MOVLPD

Stores the lower DP FP value of a.
*p 1= a0l
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Willamette Integer Intrinsics

Arithmetic Operations

The packed arithmetic intrinsics are listed in Table 3-1, and are followed by a
description of each intrinsic.

_ _ml28i _mmadd epi8 (__mi28i a, __nml28i b) PADDB

Adds the 16 signed or unsigned 8-bit integersin a to the 16 signed or unsigned 8-bit
integersin b.

ro := a0 + b0

rl:=al + bl

ri5 := al5 + bl5

__ml28i _nm add_epi 16 (__ml28i a, __ml28i b) PADDW

Adds the 8 signed or unsigned 16-bit integersin a to the 8 signed or unsigned 16-bit
integersin b.

r0O := a0 + b0

rl :=al + bl

r7 := a7 + b7

__ml28i _nmadd_epi 32 (__nl28i a, __ml28i b) PADDD

Adds the 4 signed or unsigned 32-bit integersin a to the 4 signed or unsigned 32-bit
integersin b.

ro := a0 + b0

rl :=al + bl
r2 := a2 + b2
r3 := a3 + b3
64 _nmm add_si64 (__nb4d a, __nbd b) PADDQ

Adds the signed or unsigned 64-bit integer a to the signed or unsigned 64-bit integer b.

r :=a+bt

in
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__ml28i _nm add_epi 64 (__ml28i a, __ml28i b) PADDQ
Adds the 2 signed or unsigned 64-bit integersin a to the 2 signed or unsigned 64-bit
integersin b.

r0 := a0 + b0
rl :=al + bl
__ml28i _nm adds_epi 8 (__ml28i a, __ml28i b) PADDSB

Adds the 16 signed 8-bit integersin a to the 16 signed 8-bit integersin b and saturates.
r0 := SignedSaturate(a0 + b0)
rl := SignedSaturate(al + bl)

rl5 := SignedSaturate(al5 + bl5)

__ml28i _nm adds_epi 16 (__ml28i a, __nl28i b) PADDSW

Adds the 8 signed 16-bit integersin a to the 8 signed 16-bit integers in b and saturates.
r0 := SignedSaturate(a0 + b0)
rl .= SignedSaturate(al + bl)

r7 .

Si gnedSat urat e(a7 + b7)

__ml28i _nm adds_epu8 (__ml28i a, __ml28i b) PADDUSB

Adds the 16 unsigned 8-bit integersin a to the 16 unsigned 8-bit integersin b and
saturates.

r0 : = UnsignedSaturate(a0 + b0)
rl := UnsignedSaturate(al + bl)

rl5 : = UnsignedSaturate(al5 + blb)
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__ml28i _nm adds_epul6 (__ml28i a, __mnl28i b) PADDUSW

Adds the 8 unsigned 16-bit integersin a to the 8 unsigned 16-bit integersin b and
saturates.

ro :
rl:

Unsi gnedSat ur at e(a0 + b0)
Unsi gnedSaturate(al + bl)

rl5 : = UnsignedSaturate(a7 + b7)

__ml28i _nm.avg_epu8 (__nl28i a, __ml28i b) PAVGB

Computes the average of the 16 unsigned 8-bit integersin a and the 16 unsigned 8-bit
integersin b and rounds.
roO := (a0 + b0) / 2
rl :=(al + bl) / 2

rl5 := (al5 + bls) / 2

__ml28i _nm avg_epul6 (__ml28i a, __ml28i b) PAVGW

Computes the average of the 8 unsigned 16-hit integersin a and the 8 unsigned 16-bit
integersin b and rounds.
roO := (a0 + b0) / 2
rl .= (al + bl) / 2

r7 .

(a7 + b7) | 2

__ml28i _rmmmadd_epi 16 (__mi28i a, __ml28i b)  PMADDWD

Multiplies the 8 signed 16-bit integers from a by the 8 signed 16-bit integers from b.
Adds the signed 32-bit integer results pairwise and packs the 4 signed 32-bit integer
results.

ro := (a0 * b0) + (al * bil)
rl .= (a2 * b2) + (a3 * b3)
r2 := (a4 * b4) + (a5 * bb)
r3 := (a6 * b6) + (a7 * b7)

tel.

4-21 Intel Confidential



Intel C/C++ Compiler Intrinsics Willamette New Instructions 4

__ml28i _mmnex_epi16 (__nl28i a, __ml28i b) PMAXSW

Computes the pairwise maxima of the 8 signed 16-bit integers from a and the 8 signed
16-bit integers from b.

ro0 := max(a0, bO0)
rl := max(al, bl)
r7 .= max(a7, b7)
__ml28i _nm nmax_epu8 (__nl28i a, __ml28i b) PMAXUB

Computes the pairwise maxima of the 16 unsigned 8-bit integers from a and the 16
unsigned 8-bit integers from b.

ro : = max(a0, b0)
rl := max(al, bl)

ri5 : = max(al5, blb)

__ml28i _mmmn_epil6 (__m28i a, __ml28i b) PM NSW

Computes the pairwise minima of the 8 signed 16-bit integers from a and the 8 signed
16-bit integers from b.

ro := mn(a0, b0)
rl := mn(al, bl)
r7 := mn(a7, b7)
__ml28i _mmumin_epu8 (__nl28i a, __ml28i b) PM NUB

Computes the pairwise minima of the 16 unsigned 8-hit integers from a and the 16
unsigned 8-bit integers from b.

r0O := mn(a0, bO)
rl := mn(al, bl)

ri5 := mn(al5, blb)
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_ ml28i _mmnulhi_epi16 (__nl28i a __ml28i b) PMILHW

Multiplies the 8 signed 16-bit integers from a by the 8 signed 16-bit integers from b.
Packs the upper 16-bits of the 8 signed 32-bit results.

ro := (a0 * b0)[31:16]
rl .= (al * bl)[31:16]

r7 .

(a7 * b7)[31:16]

__ml28i _mmnul hi _epul6 (__nl28i a, __ml28i b) PMILHUW

Multipliesthe 8 unsigned 16-bit integers from a by the 8 unsigned 16-bit integers from
b. Packs the upper 16-bits of the 8 unsigned 32-bit results.

rO := (a0 * b0)[31:16]
rl .= (al * bl)[31:16]
r7 .= (a7 * b7)[31:16]

_ _ml28i _mmonullo_epil6 (__nl28i a, __ml28i b) PMILLW

Multiplies the 8 signed or unsigned 16-bit integers from a by the 8 signed or unsigned
16-bit integers from b. Packsthe lower 16-bits of the 8 signed or unsigned 32-bit
results.

ro := (a0 * b0)[15:0]
rl:=(al * bl)[15:0]
r7 .= (a7 * b7)[15:0]
nb4 _mmul _su32 (__nb4 a, __nmb64 b) PMULUDQ

Multiplies the lower 32-bit integer from a by the lower 32-bit integer from b, and
returns the 64-bit integer result.

r := a0 * bo
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__ml28i _mmnul _epu32 (__ni28i a, __ml28i b) PMULUDQ

Multiplies 2 unsigned 32-bit integers from a by 2 unsigned 32-bit integers from b.
Packs the 2 unsigned 64-bit integer results.

r0 := a0 * bO
rl := a2 * b2

__ml28i _nmsad_epu8 (__nl28i a, __ml28i b) PSADBW

Computes the absolute difference of the 16 unsigned 8-bit integers from a and the 16
unsigned 8-bit integers from b. Sums the upper 8 differences and lower 8 differences,
and packs the resulting 2 unsigned 16-bit integers into the upper and lower 64-bit
elements.

r0 := abs(a0 — b0) + abs(al — bl) +...+ abs(a7 — b7)
rl:=0x0;r2:=0x0;r3:=0x0

r4 := abs(a8 — b8) + abs(a9 — b9) +...+ abs(al5 — b15)
r5:=0x0; r6 :=0x0; r7 :=0x0

__m128i _mm_sub_epi8 (__m128ia, __ml28i b) PSUBB

Subtracts the 16 signed or unsigned 8-bit integers of b from the 16 signed or unsigned
8-hit integers of a.

r0:=a0 - b0

rl:=al-bl

r15:=al5 - bl5

__m128i _mm_sub_epil6 (__m128i a, __mi28i b) PSUBW

Subtracts the 8 signed or unsigned 16-bit integers of b from the 8 signed or unsigned
16-bit integers of a.

r0 :=a0 - b0
rl:=al-bl
r7 :=a7 - b7
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__ml28i _nmsub_epi32 (__nl28i a, __ml28i b) PSUBD

Subtracts the 4 signed or unsigned 32-bit integers of b from the 4 signed or unsigned
32-bit integers of a.

r0:=a0— b0

rl:=al-bl

r2:=a2-"b2

r3:=a3-b3

__m64 _mm_sub_si64 (__m64 a, __meé4 b) PSUBQ

Subtracts the signed or unsigned 64-bit integer b from the signed or unsigned 64-bit
integer a.

r.=a-b

__m128i _mm_sub_epi64 (__m128i a, __ml28i b) PSUBQ

Subtracts the 2 signed or unsigned 64-bit integersin b from the 2 signed or unsigned
64-bit integersin a.

r0:= a0 - b0
rl:=al-bl
__m128i _mm_subs_epi8 (__m128i a, __mi28i b) PSUBSB

Subtracts the 16 signed 8-bit integers of b from the 16 signed 8-bit integers of a and
saturates.

r0 := SignedSaturate(a0 — b0)
rl := SignedSaturate(al — b1)

rl5 := SignedSaturate(al5 — b15)
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__ml28i _mmsubs_epi 16 (__mi28i a __ml28i b)  PSUBSW

Subtracts the 8 signed 16-bit integers of b from the 8 signed 16-bit integers of a and
saturates.

r0 := SignedSaturate(a0 — b0)
rl := SignedSaturate(al — b1)

r7 := SignedSaturate(a7 — b7)

__m128i _mm_subs_epu8 (__m128i a, __ml28i b) PSUBUSB

Subtracts the 16 unsigned 8-bit integers of b from the 16 unsigned 8-bit integers of a
and saturates.

r0 := UnsignedSaturate(a0 — b0)
rl := UnsignedSaturate(al — bl)

rl5 := UnsignedSaturate(al5 — b15)

__m128i _mm_subs_epul6 (__m1l28i a, __mi28i b) PSUBUSW

Subtracts the 8 unsigned 16-bit integers of b from the 8 unsigned 16-bit integers of a
and saturates.

r0 := UnsignedSaturate(a0 — b0)
rl := UnsignedSaturate(al — b1)

r7 := UnsignedSaturate(a7 — b7)

Logical Operations

__m128i _mm_and_si128 (__m128i a, __ml28i b) PAND

Computes the bitwise ANDof the 128-bit value in a and the 128-bit value in b.
r-=aé&b

__m128i _mm_andnot_sil28 (__m128i a, __ml28i b) PANDN

Computes the bitwise ANDof the 128-bit value in b and the bitwise NOTof the 128-bit
valuein a.

r.=(~a)&b
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__ml28i _mmor_si128 (__nl28i a, __ml28i b) POR

Computes the bitwise OR of the 128-bit value in a and the 128-bit valuein b.

r:=al| b

__ml28i _mmxor_si128 (__nl28i a, __ml28i b) PXOR

Computes the bitwise XOR of the 128-bit value in a and the 128-bit valuein b.
r:=an”b

Shift Operations

_ ml28i _mmslli_sil1l28 (__ml28i a, int inm PSLLDQ

Shifts the 128-hit value in a left by i nmbytes while shifting in zeros. i mrmmust be an
immediate.

r := a << (inm* 8)

__ml28i _mmslli_epil6 (__ml28i a, int count) PSLLW

Shifts the 8 signed or unsigned 16-bit integersin a left by count bits while shifting in
zZeros.

r0 : = a0 << count
rl := al << count
r7 := a7 << count

__ml28i _mmsll _epil6 (__ml28i a, __ml28i count) PSLLW

Shifts the 8 signed or unsigned 16-bit integersin a left by count bits while shifting in
zeros.

r0 := a0 << count
rl

al << count

r7 .= a7 << count
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__ml28i _mmslli_epi32 (__ml28i a, int count) PSLLD

Shifts the 4 signed or unsigned 32-bit integersin a left by count bits while shifting in
zeros.

ro := a0 << count
rl := al << count
r2 := a2 << count
r3 := a3 << count

_ ml28i _mmsll _epi32 (__ml28i a, __ml28i count) PSLLD

Shifts the 4 signed or unsigned 32-bit integersin a left by count bits while shifting in
Zeros.

r0 := a0 << count
rl := al << count
r2 := a2 << count
r3 := a3 << count

__ml28i _mmslli_epi 64 (__ml28i a, int count) PSLLQ

Shifts the 2 signed or unsigned 64-bit integersin a left by count bits while shifting in
zeros.

r0 := a0 << count
rl := al << count

__ml28i _mmsl| _epi64 (__nml28i a, __ml28i count) PSLLQ

Shifts the 2 signed or unsigned 64-bit integersin a left by count bits while shifting in
Zeros.

r0 := a0 << count
rl := al << count
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__ml28i _nmsrai_epil1l6 (__ml28i a, int count) PSRAW

Shiftsthe 8 signed 16-bit integersin a right by count bits while shifting in the sign bit.
ro := a0 >> count
rl:

al >> count

r7 := a7 >> count

__ml28i _mmsra_epil6 (__ml28i a, __ml28i count) PSRAW

Shiftsthe 8 signed 16-hit integersin a right by count bits while shifting in the sign bit.
r0 := a0 >> count
rl := al >> count

r7 .= a7 >> count

__ml28i _nmsrai_epi 32 (__ml28i a, int count) PSRAD

Shiftsthe 4 signed 32-bit integersin a right by count bits while shifting in the sign bit.

r0 := a0 >> count

rl := al >> count
r2 .= a2 >> count
r3 := a3 >> count

__ml28i _nmsra_epi32 (__ml28i a, __ml28i count) PSRAD

Shiftsthe 4 signed 32-bit integersin a right by count bits while shifting in the sign bit.
ro := a0 >> count

rl := al >> count
r2 .= a2 >> count
r3 := a3 >> count
_ ml28i _mmsrli_sil28 (__ml28i a, int inm PSRLDQ

Shifts the 128-hit value in a right by i nrmbytes while shifting in zeros. i nmmust be an
immediate.

r :=srl(a, im*8)

in
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__ml28i _mmsrli_epil6 (__ml28i a, int count) PSRLW

Shiftsthe 8 signed or unsigned 16-bit integersin a right by count bitswhile shiftingin
zeros.

ro := srl (a0, count)
rl .= srl(al, count)
r7 .= srl(a7, count)

__ml28i _mmsrl_epil6 (__ml28i a, __ml28i count) PSRLW

Shiftsthe 8 signed or unsigned 16-bit integersin a right by count bitswhile shiftingin
Zeros.

rO := srl (a0, count)
rl .= srl(al, count)
r7 :=srl(a7, count)

__ml28i _mmsrli_epi32 (__ml28i a, int count) PSRLD

Shiftsthe 4 signed or unsigned 32-bit integersin a right by count bitswhile shiftingin
zeros.

rO := srl (a0, count)
rl .= srl(al, count)
r2 := srl(a2, count)
r3 :=srl (a3, count)

_ml28i _nmmsrl_epi32 (__ml28i a, __ml28i count) PSRLD

Shiftsthe 4 signed or unsigned 32-bit integersin a right by count bitswhile shiftingin
zeros.

ro := srl (a0, count)
rl .= srl(al, count)
r2 :=srl(a2, count)
r3 .= srl (a3, count)
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__ml28i _mmsrli_epi 64 (__ml28i a, int count) PSRLQ
Shiftsthe 2 signed or unsigned 64-bit integersin a right by count bitswhile shiftingin

Zeros.
ro := srl (a0, count)
rl .= srl(al, count)

__ml28i _mmsrl_epi64 (__nml28i a, __ml28i count) PSRLQ
Shiftsthe 2 signed or unsigned 64-bit integersin a right by count bitswhile shiftingin

Zeros.
rO := srl (a0, count)
rl .= srl(al, count)

Comparisons

__ml28i _nmmcnpeq_epi 8 (__m28i a, __nl28i b) PCVPEQB

Compares the 16 signed or unsigned 8-bit integersin a and the 16 signed or unsigned
8-bit integersin b for equality.

rO := (a0 == b0) ? Oxff : OxO

rl .= (al == bl) ? Oxff : OxO

rl5 := (als5 == bl5) ? Oxff : OxO

__ml28i _nmcnpeqg_epi 16 (__nl28i a, __nml28i b) PCVPEQW

Compares the 8 signed or unsigned 16-bit integersin a and the 8 signed or unsigned
16-bit integersin b for equality.

ro := (a0 == b0) ? Oxffff : OxO

rl ;= (al == bl) ? Oxffff : OxO0

r7 := (a7 == b7) ? Oxffff : 0OxO0
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__ml28i _nmcnpeq_epi 32 (__nl28i a, __ml28i b) PCVPEQD

Compares the 4 signed or unsigned 32-bit integersin a and the 4 signed or unsigned
32-bit integersin b for equality.

ro := (a0 == b0) ? Oxffffffff : OxO
rl .= (al == bl) ? Oxffffffff : OxO
r2 := (a2 == b2) ? Oxffffffff : OxO
r3 := (a3 == b3) ? Oxffffffff : OxO

__ml28i _mmcnpgt_epi 8 (__ml28i a, __nl28i b) PCVMPGTB

Compares the 16 signed 8-bit integersin a and the 16 signed 8-bit integersin b for
greater than.

rO := (a0 > b0) ? Oxff : OxO
rl :=(al > bl) ? Oxff : OxO

rl5 := (al5 > bl1l5) ? Oxff : 0OxO0

__ml28i _nmmcnpgt_epi 16 (__nl28i a, __ml28i b) PCVPGTW

Compares the 8 signed 16-bit integersin a and the 8 signed 16-bit integersin b for
greater than.

rO := (a0 > b0) ? Oxffff : OxO
rl .= (al > bl) ? Oxffff : OxO
r7 .= (a7 > b7) ? Oxffff : OxO

__ml28i _nmcnpgt_epi 32 (__nl28i a, __ml28i b) PCVMPGID

Compares the 4 signed 32-bit integersin a and the 4 signed 32-bit integersin b for
greater than.

roO := (a0 > b0) ? Oxffff : OxO
rl .= (al > bl) ? Oxffff : OxO
r2 := (a2 > b2) ? Oxffff : OxO
r3 := (a3 > b3) ? Oxffff : OxO
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__ml28i _mmecnplt_epi8 (__m28i a, __nl28i b) PCVPGT B,

Comparesthe 16 signed 8-bit integersin a and the 16 signed 8-bit integersin b for less
than.

ro :
rl

(a0 < b0) ? Oxff : 0OxO
(al < b1l) ? Oxff : 0xO

rl5 := (al5 < bl1l5) ? Oxff : 0OxO

__m28i _mmecnplt_epi 16 (__ml28i a, __m28i b) PCVPGTW

Comparesthe 8 signed 16-bit integersin a and the 8 signed 16-hit integersin b for less
than.

rO := (a0 < b0) ? Oxffff : OxO
rl .= (al < bl) ? Oxffff : OxO
r7 := (a7 < b7) ? Oxffff : OxO

__m28i _mmecnplt_epi32 (__ml28i a, __m28i b) PCWPGTD

Comparesthe 4 signed 32-bit integersin a and the 4 signed 32-bit integersin b for less
than.

Conversions

rO := (a0 < b0) ? Oxffff : OxO
rl .= (al < bl) ? Oxffff : OxO
r2 := (a2 < b2) ? Oxffff : OxO
r3 := (a3 < b3) ? Oxffff : OxO
__ml28i _mmcvtsi 32_si128 (int a) MOVD

Moves 32-hit integer a to the least significant 32 bits of an __ni.28 object one
extending the upper bits.

ro := a
rl :=0x0 ; r2 :=0x0 ; r3 := 0x0
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int _nmmecvtsi128_si 32 (__ml28i

a)

MOVD

Moves the least significant 32 bits of a to a 32 bit integer.

r

a0

Miscellaneous Operations

_ mL28i

_mm packs_epi 16 (__ml28

a, __ml28i b) PACKSSVB

Packs the 16 signed 16-bit integers from a and b into 8-bit integers and saturates.

a, __ml28i b) PACKSSDW

Packs the 8 signed 32-hit integers from a and b into signed 16-bit integers and

r0 : = SignedSat urat e(a0)
rl .= SignedSaturate(al)
r7 := SignedSaturate(a7)
r8 : = SignedSat urat e( b0)
r9 := SignedSaturate(bl)
rl5 : = SignedSaturate(b7)
__ml28i _nm packs_epi 32 (__nl28
saturates.

r0 : = SignedSat urat e(a0)
rl .= SignedSaturate(al)
r2 := SignedSaturate(a2)
r3 := SignedSaturate(a3)
r4 := SignedSat urate(b0)
r5 := SignedSaturate(bl)
ré := SignedSaturate(b2)
r7 := SignedSaturate(b3)
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__ml28i _nm packus_epi 16 (__ml28i a, __ml28i b) PACKUSWVB

Packs the 16 signed 16-bit integers from a and b into 8-bit unsigned integers and
saturates.

ro :

Unsi gnedSat ur at e( a0)

rl := UnsignedSaturate(al)
r7 := UnsignedSat urate(a?)
r8 : = Unsi gnedSat ur at e( b0)
r9 : = UnsignedSat urate(bl)

rl15 : = UnsignedSaturate(b7)

int _mmextract_epi 16 (__ml28i a, int inm PEXTRW
Extracts the selected signed or unsigned 16-bit integer from a and zero extends. The
selector i mmmust be an immediate.
r ;= (imm==20) ? a0 :
( (imm==1) ? al :

(imm==17) ? a7 )

__ml28i _mm.insert_epil6 (__ml28i a, int b, int inmPlNSRW
Inserts the least significant 16 bits of b into the selected 16-bit integer of a. The
selector i mmmust be an immediate.

rO := (inm==0) ? b : a0;

rl ;= (imm==1) ? b : al;

r7 :=(imm==7) ? b : a7;
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int _nmnovemask_epi 8 (__ml28i a) PMOVNVSKB
Creates a 16-bit mask from the most significant bits of the 16 signed or unsigned 8-bit
integersin a and zero extends the upper bits.
r ;= alj5[7] << 15 |
al4[7] << 14 |

al[7] << 1|
ao[ 7]

_ml28i _mmshuffle_epi32 (__ml28i a, int inmm PSHUFD

Shuffles the 4 signed or unsigned 32-bit integersin a as specified by i nrm The shuffle
value, i nm must be an immediate. See “Macro Function for Shuffle” at the end of this
section for a description of shuffle semantics.

__m28i _mmshufflehi_epil6 (__nl28i a, int i) PSHUFHW

Shuffles the upper 4 signed or unsigned 16-bit integeasasspecified bynrm The
shuffle valuej rm must be an immediate. See “Macro Function for Shuffle” at the end
of this section for a description of shuffle semantics.

_ _ml28i _mmshufflelo_epil6 (__nl28i a, int jimn PSHUFLW

Shuffles the lower 4 signed or unsigned 16-bit integessas specified bynm The
shuffle valuej nrm must be an immediate. See “Macro Function for Shuffle” at the end
of this section for a description of shuffle semantics.

__ml28i _nm.unpackhi _epi 8 (__ml28i a, __nl28i b) PUNPCKHBW

Interleaves the upper 8 signed or unsigned 8-bit integarsitin the upper 8 signed or
unsigned 8-bit integers in

ro:=a8 ; rl1 := b8

r2 :=a9; r3 := b9

ri4 := al5 ; rl15 := bl5
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__ml28i _nm unpackhi _epi 16 (__nl28i a, __nl28i b) PUNPCKHW\D

Interleaves the upper 4 signed or unsigned 16-hit integers in a with the upper 4 signed
or unsigned 16-bit integersin b.

roO:=a4; rl := b4
r2 :=a5 ; r3 :=Dbb
r4 := a6 ; r5 := b6
re :=a7 ; r7 := b7

__ml28i _nm.unpackhi _epi 32 (__nl28i a, __ml28i b) PUNPCKHDQ

Interleaves the upper 2 signed or unsigned 32-bit integersin a with the upper 2 signed
or unsigned 32-bit integersin b.

ro:=a2; rl:= b2
rz:=a3; r3:=Db3

__ml28i _nm.unpackhi _epi 64 (__nl28i a, __nml28i b)PUNPCKHQDQ

Interleaves the upper signed or unsigned 64-bit integer in a with the upper signed or
unsigned 64-bit integer in b.
ro:=al; rl:=Dhbl

__ml28i _nm.unpacklo_epi 8 (__ml28i a, __nl28i b) PUNPCKLBW

Interleaves the lower 8 signed or unsigned 8-bit integersin a with the lower 8 signed or
unsigned 8-bit integersin b.

ro:=a0 ; rl1 :=bo

r2 :=al; r3 :=>bl

r14 := a7 ; ri15 := b7

__ml28i _nm unpackl o_epi 16 (__nl28i a, __nl28i b) PUNPCKLWD

Interleaves the lower 4 signed or unsigned 16-bit integersin a with the lower 4 signed
or unsigned 16-bit integersin b.

ro:=a0; rl := b0
r2:=al; r3 :=>bl
r4 := a2 ; r5 := b2
rée := a3 ; r7 := b3
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__ml28i _nm.unpacklo_epi 32 (__nl28i a, __ml28i b) PUNPCKLDQ

Interleaves the lower 2 signed or unsigned 32-bit integers in a with the lower 2 signed
or unsigned 32-bit integersin b.

rO:=a0 ; rl1 := b0

r2 :=al; r3:=Dbl

__ml28i _nm unpackl o_epi 64 (__nl28i a, __nml28i b) PUNPCKLQDQ

Interleaves the lower signed or unsigned 64-bit integer in a with the lower signed or
unsigned 64-bit integer in b.

rO:=a0; rl := b0

Macro Function for Shuffle

TheWillamette New Instructions provide a macro function to help create constants
that describe shuffle operations. The macro takes two small integers (in the range of O
to 1) and combines them into an 2-bit immediate value used by the SHUFPD instruction.

See Example 4-1.

Example 4-1  Shuffle Function Macro

MM _SHUFFLE2(X, )

expands to the value of
(x<<1) | vy

You can view the two integers as selectors for choosing which two words from the first
input operand and which two words from the second are to be put into the result word.
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Example 4-2  View of Original and Result Words With Shuffle Function Macro

4 )
. _ 127 0
’ - [a [ b |

m
ne = 127 0
L c [ d |

nm8 = mmshuffle_pd(ml, n2, _MV SHUFFLE2(1,0)

;o8B = 127 0
L c [ b |

\ J

Willamette Integer Memory and Initialization

Load Operations

__ml28i _nm|oad_si 128 (__ml28i *p) MOVDQA
Loads 128-bit value. Address p must be 16-byte aligned.

r :=*p

__ml28i _nm | oadu_si 128 (__nl28i *p) MOVDQU
Loads 128-bit value. Address p need not be 16-byte aligned.

r :=*p

Set Operations

_ _m28i _nmset_epi64 (__nb4 g1, __nb4 g0) (composite)
Sets the 2 64-bit integer values.

ro :=qo0

rl :=q1
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_ ml28i _nmset _epi32 (int i3, int i2, (composite)
int i1, int j0)
Sets the 4 signed 32-bit integer values.

ro :=1i0
rl:=i1
r2 :=1i2
r3 :=1i3
__ml28i _nmset_epil6 (short w7, short w6, (composite)

short wHs, short w4,
short w3, short w2,
short wi, short w0)

Sets the 8 signed 16-bit integer values.

ro :=wo
rl :=wl
r7 .= wr
__ml28i _nmset_epi8 (char bl5, char bi4, (composite)

char b13, char b12,
char bl11, char b10,
char b9, char b8,
char b7, char b6,
char b5, char b4,
char b3, char b2,
char b1, char b0)

Sets the 16 signed 8-bit integer values.

r0 := b0
rl := bl
rl5 := bls
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__ml28i _nmsetl epi 64 (__nb64 q)

Sets the 2 64-bit integer valuesto g.
ro :=gq
ri:=g

__ml28i _mmsetl epi 32 (int i)

Sets the 4 signed 32-bit integer valuestoi.
ro:=i
rli:=i
r2 :=i
r3 =i

__ml28i _nmsetl epi 16 (short w)

Sets the 8 signed 16-bit integer valuesto w
ro:=w
ri:=w

r7 .= w

__ml28i _mmsetl epi 8 (char b)

Sets the 16 signed 8-bit integer valuesto b.
ro :=b
rl:=b

rl5 :=b

__ml28i _nmsetr_epi 64 (__n64 g0, _ nb4 ql)

Sets the 2 64-bit integer valuesin reverse order.
ro :=qo0
rl :=ql

__ml28i _nmsetr_epi 32 (int i0, int jl1,

int i2 int i3

(composite)

(composite)

(composite)

(composite)

(composite)

(composite)
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Sets the 4 signed 32-bit integer valuesin reverse order.
ro:=1i0

rl =il
r2 :=1i2
r3 :=1i3

__ml28i _nmsetr_epi 16 (short w0, short wi,
short w2, short wug,
short w4, short w5,
short w6, short w?)

Sets the 8 signed 16-hit integer valuesin reverse order.
ro :=wo
rl :=wl
r7 := wr
__ml28i _nm setr_epi 8 (char b0, char b1,
char b2, char b3,
char b4, char b5,
char b6, char b7,
char b8, char b9,
char b10, char bl1,

char b12, char b13,
char bl4, char bl5)

Sets the 16 signed 8-bit integer valuesin reverse order.
ro := b0
rl:= bl

ri5 := bils

__ml28i _nm setzero_si 128 ()

Sets the 128-bit value to zero.
r := 0x0

(composite)

(composite)

PXOR

N
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Store Operations

void _mmstore_si 128 (__nl28i *p, __ml28i a) MOVDQA
Stores 128-bit value. Address p must be 16 byte aligned.
*p i= a

void _mmstoreu_si 128 (__ml28i *p, __ml28i a) MOVDQU

Stores 128-bit value. Address p need not be 16-byte aligned.

*Pp = a

void _mm masknoveu_si 128(__nll28i d, __ml28i n, char *p) MASKMOVDQU

Conditionally store byte elements of d'to address p. The high bit of each byte in the
selector n determines whether the corresponding byte in a will be stored. Address p
need not be 16-byte aligned.

if (no[7]) p[O] do
if (n1[7]) pl1] di

if (n15[7]) p[15] := di5
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This chapter describes features that support usage of the intrinsics. The following
topics are described:

e Alignment Support
* Processor Dispatch Support
* Assembly Language Support

Alignment Support

To improve performance, you should align data to 16 bytes in memory operations
when you are using the Streaming SIMD Extensions. Specifically, you must align
__mi28 objects as addresses passed to the _nm | oad and _nm st or e intrinsics. If you
want to declare arrays of floats and treat them as__n 28 objects by casting, you need
to ensure that the float arrays are properly aligned.

Use__decl spec(align) to direct the compiler to align data more strictly than it
otherwise does. For example, a data object of typei nt isalocated at a byte address
which isamultiple of 4 by default (the size of ani nt ). However, by using

__decl spec(align), you can direct the compiler to instead use an address which isa
multiple of 8, 16, or 32 with the following restrictions:

* 32-byte addresses must be statically allocated
* 16-byte addresses can belocally or statically allocated

You can use this data alignment support as an advantage in optimizing cache line
usage. By clustering small objects that are commonly used together into ast ruct , and
forcing thest ruct to beallocated at the beginning of acache line, you can effectively
guarantee that each object is loaded into the cache as soon as any oneis accessed,
resulting in a significant performance benefit.
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The syntax of this extended-attribute is as follows:
align(n)

where n isan integral power of 2, less than or equal to 32. The value specified is the
requested alignment.

g NOTE. If avalueis specified that is less than the alignment of the

= affected data type, it has no effect. In other words, data is aligned
to the maximum of its own alignment or the alignment specified
with __decl spec(align).

You can request alignments for individual variables, whether of static or automatic
storage duration. (Global and static variables have static storage duration; local
variables have automatic storage duration by default.) However, you cannot adjust the
alignment of a parameter, nor afield of ast ruct orcl ass. However, you can increase
the alignment of ast ruct (or uni on or cl ass), in which case every object of that type
is affected.

As an example, suppose that afunction useslocal variablesi andj assubscriptsinto a
2-dimensional array. They might be declared as follows:

int i, j;

These variables are commonly used together. But they can fall in different cache lines,
which could be detrimental to performance. You can instead declare them as follows:
__decl spec(align(8)) struct { int i, j; } sub;

The compiler now ensures that they are allocated in the same cache line. In C++, you

can omit the struct variable name (written as sub in the above example). In C,
however, it isrequired, and you must write referencestoi andj assub.i and sub.j .

If you use many functions with such subscript pairs, it is more convenient to declare
and use a struct type for them, asin the following example:

typedef struct __declspec(align(8)) { int i, j; } Sub;
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By placing the __decl spec(al i gn) after the keyword st r uct , you are requesting the
appropriate alignment for al objects of that type. However, that allocation of
parametersis unaffected by __decl spec(al i gn) . If necessary, you can assign the
value of a parameter to alocal variable with the appropriate alignment.)

You can aso force alignment of global variables, such as arrays:
__decl spec(align(16)) float array[1000];

Allocating and Freeing Aligned Memory Blocks

Usethe _nm nal | oc and _nm f r ee intrinsics to allocate and free aligned blocks of
memory. Theseintrinsics are based onnal | oc and f ree, whichareinthe libirc.lib
library. The syntax for these intrinsicsis as follows:

void* _mmmalloc (int size, int align)

void _mmfree (void *p)

The _nm nal | oc routine takes an extra parameter, which is the alignment constraint.
This constraint must be a power of two. The pointer that is returned from _nm nal | oc
is guaranteed to be aligned on the specified boundary.

NOTE. Memory that isallocated using _nm mal | oc must be freed using
_ _mm free. Calling f r ee on memory allocated with_mm mal | oc or
calling_nm f r ee on memory allocated with mal | oc will cause

unpredictable behavior.

Processor Dispatch Support

With __decl spec(cpu_specific) and__decl spec(cpu_di spat ch), you can direct
the compiler to generate code that automatically determines the processor on which it

isrunning, and selects the appropriate implementation of afunction. This enablesyou,
for example, to write code that takes advantage of MM X instructions when executing
on aprocessor that has them, but that also executes correctly on older processors that

do not have the MM X instructions. The syntax of these extended-attributesis as

follows:
cpu_specific(cpui d)
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cpu_di spatch(cpui d-1ist)
where cpui d is one of:
generic

pentium

pentium pro

pent i um_nmmx

pentiumii

pentiumiii
pentium.iii_no_xmmregs

and cpui d-1i st isone of:
cpui d
cpuid-list , cpuid

The names of the cpui d are not case sensitive. You can specify these attributes only for
function definitions. The body of afunction declared with
__decl spec(cpu_di spat ch) must be empty, and is referred to as a stub.

If afunction f isdefined as__decl spec(cpu_speci fic(p)), thenacpu_di spatch
stub must appear for f somewhere in the program, and p must be in the cpui d- 1 i st
of that stub; otherwise, that cpu_speci fi ¢ definition can never be called and no error
will be reported for this condition.

If thecpu_di spat ch stubfor afunction f containsthe cpui d p, thenacpu_specific
definition of 7 with cpui d p must appear somewhere in the program; otherwise an
unresolved external error is reported. A cpu_speci fi ¢ function definition need not
appear in the same translation unit as the corresponding cpu_di spat ch stub, unlessthe
cpu_speci fic functionisdeclared st ati c. Thei nl i ne atribute is disabled for al
cpu_speci fi c and cpu_di spat ch functions.

When a cpu_di spat ch stub is compiled, its body isfilled in with code that

determines the processor on which the program is running, then dispatches to the

“best” cpu_speci fi c implementation available (as defined by tpei d- /i st) that

will run on that processor. Whercpu_speci fi ¢ function is compiled, optimizations
and code generation opteppropriate to the specified processor are used regardless of
command-line option settings.
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Here is an example of how these features can be used:
#include <mintrin. h>

/* array_sum(r, a, b, I) adds two arrays of unsigned short (a and b), of
length |, and stores the result inr. */

__decl spec(cpu_specific(Pentium)
void array_sum(unsi gned short *result,
unsi gned short const *a,

unsi gned short const *b,

size_t |ength)

{

/* The inplenentation specific to the Pentium processor uses no
special architectural features. */

for (; length > 0; length--)

*resul t++ = *a++ + *b++;

}

__decl spec(cpu_speci fic(Pentium M) )
void array_sum(unsi gned short *result,
unsi gned short const *a,

unsi gned short const *b,

size_t | ength)

{

/* The inmplenmentation for a Pentiumprocessor with MW technol ogy uses
uses an MW instruction intrinsic to add four elenents at a tine, to
reduce the nunber of loop iterations by 3/4. */

__mB4 *mmx_result = (__nmb64 *)result

__nmB4 const *rmx_a = (__nB4 const *)a

__mbB4 const *rmx_b = (__nB4 const *)b

for (; length > 3; length -= 4)
*mrx_resul t++ = _m paddw( *nmx_a++, *rmmx_b++);
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/* If the size of all arrays passed to this routine is known to be a
multiple of four, the foll owing code (which takes care of excess
el ements) is not necessary. */

result = (unsigned short *)mx_result;

a (unsigned short const *)mx_a;
b = (unsigned short const *)mx_b;
for (; length > 0; length--)
*result++ = *a++ + *b++,

}

__decl spec(cpu_di spatch(Pentium Pentium MX))
voi d array_sum(unsi gned short *result,

unsi gned short const *a,

unsi gned short const *b,

size_t |ength)

{

/* An enpty function body, which informs the conpiler that it should
generate a dispatch function for the CPU specific inplenmentations
listed in the cpu_di spatch clause. */

}

Dynamic Stack Frame Alignment

By default, the compiler targets functions that use 8- or 16-byte objects for dynamic
alignment. It is up to the discretion of the compiler to decide whether dynamic stack
alignment is needed on a function-per-function level (for stability of performance).
This ensures that referencesto doubl e and __n64 todoubl e, 64, and __ni28 loca
variables align to addresses evenly divisible by 16. Parameters alignment is not
affected.
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Table 5-1 shows how - Qsf al i gn controls the stack frame alignment.

Table 5-1  Stack Frame Alignment Options

Option Meaning

-sfalign8 Align stack for frames or functions with variables of 8 or 16
bytes where it is deemed appropriate by the compiler.

-sfalignlé Align stack for frames or functions with 16-byte variables
where it is deemed appropriate by the compiler.

-sfalign- Disable stack alignment for all functions.
A NOTE. If you are using aligned frames, you should not modify the
EBX register ininlined assembly blocks because EBX is used to keep

track of the argument block. You can modify EBX only if you save
and restore EBX each time you use it. The Intel C/C++ Compiler
uses the EBX register to control alignment of variables of these
data types so using EBX, without preserving it, will cause
unexpected program execution.

For additional information on the use of EBX in inline assembly code and other related
issues, see the Application Note AP-833 Data Alignment and Programming | ssues
with the Intel C/C++ Compiler (Order #243872-001), and AP-589 Software
Conventions for the Streaming SIMD Extensions (Order # 243873-001).

Assembly Language Support

The Intel C/C++ Compiler supports inlining of assembly blocks and generation of
assembly files.

Inline Assembly

The compiler supports use of all the MM X and Streaming SIMD Extensionsin inline
assembly (__asm) blocks. The compiler also accepts the new syntax MMWORD PTR and
XMMAORD PTRto refer to 64- and 128-bit data.
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Generation of Assembly files

Use the - s compiler switch to produce an assembly listing. Thisis useful for
hand-tuning compiler-generated code. The assembly files can be directly compiled
using MASM version 6.14 withi a_emm i nc MASM include files. Generated . asm
files contain an include directive for them when the MM X technology intrinsics or
Streaming SIMD Extensions are used. For details on using inline assembly, see
“Producing an Assembly Code Listing” in thael C/C++ Compiler User’s Guide
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